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Disclaimer: This is not a full review of all the progress made by
our colleagues due to my limited capacity. Please consulted the
excellent reviews below for more complete review including

nuclear physics:

AL RN FINESEEYRES

MEHRAREIEXRI A

EWRE" IR "B mAR' KRR FEF FH' OXIT SxES
SRNT RN FERERT BRE® EHEET E B° ®RIVME® %R B BRIRE™
I " KIERE" RXAR? XA

ERBFERAREE: ALEREERFHRR
National Think Tank in Science and Technology: Al Empowers Scientific Research

IR ZWF, TR, FM, F ALERBKELTHESEHEZ AEMARAITREA . ¥ BFH% KT, 2026, 41(6): 1089-1102, doi:
10.3724/;.1ssn.1000-3045.20260415007.
Wang Y F, He Y, Huang Y, et al. Artificial intelligence empowers particle physics and nuclear physics: From fundamental research to major
applications. Bulletin of Chinese Academy of Sciences, 2026, 41(6): 1089-1102, doi: 10.3724/j.issn.1000-3045.20260415007. (in Chinese)

High-energy nuclear physics meets machine learning

Wan-Bing He (Fudan U., Shanghai and Fudan U.), Yu-Gang Ma (Fudan U., Shanghai and Fudan U.), Long-Gang
Pang (Hua-Zhong Normal U., LQLP), Hui-Chao Song (Peking U.), Kai Zhou (Frankfurt U., FIAS) (Mar 12, 2023)

Published in: Nucl.Sci.Tech. 34 (2023) 6, 88 - e-Print: 2303.06752 [hep-ph]

pdf ¢’ DOI [ cite [@ reference search %) 99 citations

Colloquium: Machine learning in nuclear physics

Amber Boehnlein (Jefferson Lab), Markus Diefenthaler (Jefferson Lab), Nobuo Sato (Jefferson Lab), Malachi
Schram (Jefferson Lab), Veronique Ziegler (Jefferson Lab) et al. (Dec 4, 2021)

Published in: Rev.Mod.Phys. 94 (2022) 3, 031003 - e-Print: 2112.02309 [nucl-th]

pdf ¢ links ¢’ DOI [/ cite [[d reference search 5) 240 citations




AI4HEP: Specialized model



Fundamental physics pursues nature’ s deepest questions,
often pushing the boundaries of existing technology, or
creating entirely new ones.

SCHOONSCHIP
A CDC 6600 program for symbolic evaluation of algebraic expressions.
M. Veltman

. Abstract

A high speed program has been constructed capable of evaluating

expressions of the formi

(A1f+ B e weey ¥ (HE 2 BB b sanF B ssm o sons
Ener?y -1158.3411 |

(terafion b 1.3.07
Tracking finding Symbolic manipulation
B. Denby, 1987 Schoonship, Veltman, 1963



Early history of Al in HEP

International Workshop on Software Engineering, Artificial Intelligence and Expert Systems for High-energy and
Nuclear Physics (AIHENP 1990)

19-24 March 1990. Lyon, France (C90-03-19)

Neural networks and high-energy physics
Carsten Peterson (Lund U.) (May, 1990)

Contribution to: AIHENP 1990, 465-480 Patte rn reCOg n izatio n

Symbolic manipulations: Programs and physics applications

Symbolic calc.

Andrey Kataev (Moscow, INR) (Mar, 1990)
Contribution to: AIHENP 1990, 647-656

An integration of physics packages data modeling and human interface
J. Alberty (CERN), F. Anselmo (CERN), E. Barberio (CERN), O. Di Rosa (CERN), B. van Eijk (CERN) et al. (Mar, 1990)

Contribution to: AIHENP 1990, 117-123 Ag e n t i C SySte m

https.//inspirehep.net/conferences/967194?7
ui-citation-summary=true

PATTERN RECOGNITION IN HIGH ENERGY
PHYSICS WITH NEURAL NETWORKS

Carsten Peterson’

Department of Theoretical Physics, University of Lund
Solvegatan 14A. S-22362 Lund, Sweden

DELPHI Collaboration DELPHI 92-20 PHYS 159

25 February 1992

Abstract

e introduced in the context of analyzing particle
hniques are demonstrated in applications ranging
king. Among other things very successful results
ion using hadronic information only. Also a novel
able templates is shown.

B Tagging With Neural Networks
An Alternative Use of Single Particle Information
for Discriminating Jet Events!

P. Branchini, M. Ciuchini

INFN - Sezione Sanita
Scuola del dottorato di ricerca - Universita “La Sapienza” - Roma
Istituto Superiore di Sanita - Physics Labgratg

P. Del Giudice 295 Nuclear Instruments and Methods in Physics

Istituto Superiore di Sanita - Physics Lab fv"&:' VIER Research Section A: Accelemtors’

INEN - Sezione Sanita Spectrometers, Detectors and Associated

Equipment

Volume 555, Issues 1-2, 15 December 2005, Pages 370-385

Studies of boosted decision trees for
MiniBooNE particle identification

Hai-Jun Yang € A=, Byron P. Roe ¢, Ji Zhu b

Show more v

+ Add to Mendeley o Share 99 Cite

https://doi.org/10.1016/j.nima.2005.09.022 » Get rights and content 2

Slide from M. Pierini, AI@LHC, Peking U., 2026



Jet tagging after 30 years

PHYSICAL REVIEW D 101, 056019 (2020)

Jet tagging via particle clouds

Huilin Qu "
Department of Physics, University of California, Santa Barbara, California 93106, USA

Loukas Gouskos®'
CERN, CH-1211 Geneva 23, Switzerland

Inspirehep citation: 702 times

IUPAP EARLY CAREER SCIENTIST AWARDS
2026 IN PARTICLES AND FIELDS

For his crucial contributions and leadership
In the development of advanced machine
learning algorithms for identifying decays
of boosted heavy particles and their
application in the search for H->cc decays
at the Large Hadron Collider.

While deep neural network is a blackbox, physics insight
can boost performance

e Symmetries: permutation, Lorentz

e Started a new era for jet tagging

CMS Preliminary 138 fb~' (13 TeV)
' D e e e e e e L
¢ Observed 68% expected
Type equation here. ~  ----. Median expected 95% expected
Combined
Exp. 5.6 i ¢ k.| < 3.5 (2.7 exp) (Fork, =1)
Obs. 9.3 i Strongest constraint to date
ttH(H - cc) i - ‘
Exp. 8.7 * A new Kkid in town
Obs. 7.8 i
VH(H - cc) §
Exp. 7.6 i ¢
Obs. 14 i
, 1 e l e
0.0 2.5 5.0 7.5 10.0 12.5 15.0 17.5

95% CL upper limit on Py_ e

Andreas Hoecker, EPS-HEP 2025 —Conference Highlights



Particle Transformer for Jet Tagging Article Open access Published: 14 January 2026

Transforming jet flavour tagging at ATLAS

The ATLAS Collaboration

ICML 2022 Huilin Qu' Conggiao Li? Sitian Qian *
CMS thesis award 2025 Nature Communications 17, Article number: 541 (2026) | Cite this article
CMS Prellmmary 138 fb' (13 TeV)
5\ I 1 1 1 I I 1 I 1 I 1 I 1 I 1 1 I 1 I 1 I 1 1 I 1 I 1 1 | 1 I 1 1 I 1 I 1 I Next_ eneration flavor_ta in
"i 10°F K =%, =Ky= 1 —— Observed  ----- Median expected . g gg g
§ : S5 Theory prediction  JEEE 68% expected algorithm based on transformer
O I ¥ SM prediction @ =---- 95% expected _
o)
E = -
% L o Enable a new]search 2
T - g : : et rejection in s - | :
T - > 60 : c:!et :e!ect:o: :: S|m-ulait:ad (Pytk\\lla:) top-pair events
1‘ B H fo r b O O Ste d H H :\:, N ﬁgjl'?tt-jee'tlertc-:‘:;eoction'[i(:1ps?na1luIg'taetca;l ?MZdténraph) Z + jets events
a i ‘ 7 E/ 50 : «1  light-jet rejection in Z + jets data events
o i i} 2 N
2 102 B 3 40} Reco Software Update ' +
o : : e F
= - ) -i—’ 30 - Reference: DL1r da2L1350/
j - 20 F DL1 (Egata 75%) € )
S i - E ( data - 770/) H_l+ ';2'6:_’_|
&\z 10 B 10:_ n—a—n—§—4 x1.4 x1.7 x1.5 ]
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e oy 1
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Year of tagger deployment
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JAVIER DUARTE. ICHEP 2024 9 Bingxuan Liu, this conference




+ + - 0),+
Improving effective Luminosity by 1 order of AC — ne Ve V.S. Ac - A(nn: )e Ve

magnitude for jet origin identification Organize EMC showers as a point cloud
Achieve first observation of Act—ne+* ve

{mmm Relative uncertainty, HL-LHC S2 mEE 95% CL upper limit, CEPC
1mmm Relative uncertainty, CEPC [

101 : : 101

510-2

: 10-3

: Article Open access Published: 15 January 2025

[ l l | Observation of arare beta decay of the charmed
10_4 ( )
Ko K. Kg Ky Ke Kz Ky Be Bus Bai Bes Bap Buc Bas baryon with a Graph Neural Network
The BESIII Collaboration
H. Liang et aI., Phys.Rev.Lett. 132 (2024) 22, 221802 Nature Communications 16, Article number: 681 (2025) | Cite this article
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AI4HEP: Agentic Al
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An agent-based system advancing HEP experiment

Reproduce the Zc¢(3900) discovery

Data Layer

MySQL

Runtime Snapshot Storage

lr‘-:

Particle Spelling Variant Database

———
DSL Repository
'\_____/
e —
'\——__/
¥___—/

RAG

)

Interaction Layer

........................

.

!

Engine Layer

Task Scheduler

.

Agent Layer

Memory System

Host

Planner Calculator
Coder Reflector
Tester

Switchable LLMs

M. He et al., 2604.22541
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Distributed Deploy Framework (DDF)

Tool Layer

A
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;: ]: Resources
-~ Code Worker z

Monitoring
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Aether

General model as Al scientist
oyl YN

€ il ) ATB)

s ANRIZNREES], BIIERIZIFMm, RESRE
S, FFRIE. Q0. ¥ B—iliEA, FmElA,

IR AR F R R

ME M s doublebox N Es=1t=10RFFitH

ERR 4R, 1 X8R

Shell Checks AMFlow environment status

BERE 1 R8%R

BERITERE N RdoubleboxiRF MRS TEGEENF Bs=1, t=10THER, B4
¥UEM L E FepsilonfIIER .

HANET AR Mothematica Fl AMFLow #PEEHE, {BHAT Blode NBRZREREREB—T, TWRKEZREBRHERY .

HXER—TXRIEXFEIR@IA, BERNEOAZF:

s R'TARBTFEMRIME double box"tRERFKSR;
* SMBRIH A p1n:

o ERFH AMFlow B)3—1t: S8
 HAEBEBMEBEAFM Blode BEEBITE.

MRIRRBREXTEOANRE, HMERBERE ep:
. BREFIIR;
 {RIREV“ERD” AW —4A;
o B—HYZE.

L MRARXME/NE—, BEHIZRSAK:

https://aether.aiphys.cn/




A framework incorporating major collider physics
ecosystem

Execution Backend: Magnus

HEP tools | Mathematica Feynrules MadGraph Pythia Delphes MadAnalysis | === ==

Cognitive Reasoning Engine CL M AG N U S ba C ke n d ‘

, ¢

equipped 'pheno-pipeline | ﬁfeynrules-modelnv Vﬁfeynrules-modelr\“ ufo madgraph " "madanalysis'
skills | orchestrator | | generator validator generator | simulator | analyzer
f f [ collider | [ t h
subagent orchestrator model-generator T even pheno
§ { { simulator J L analyzer ) analyzer
| A )
User Layer
natural language input output Y
[ Lagrangian, collider process, kinematic cuts, ... ] [ kinematic distributions, bounds on parameter space, ... ]
102""l""l""l""i' 1005"'|"'|"'| 3
(a) — arXiv:2005.06475 (b) — arXiv:1701.05379 13
—— COLLIDERAGENT 1 [ —— COLLIDERAGENT ]
- 10t 4 .
I 3 w 1071
E .‘_‘3 -
2 10° - 1 D
3 ] o
) S 102}
2 = F
-1 _
> 10 g
+~
- —
O o
> S 1073 ¢
© 1072 :
; L . [ W~ W* J s
- pp > LQ — e - pp—a v, — (T
10_3....|. P R S S 10—4...11..1...1...1...
1000 2000 3000 4000 5000 0 200 400 600 800 1000
me; [GeV] Eiss [GeV]

S. Qiu et al., 2603.14553
13

Specialized agentic workflow

A lattice computation of light-cone distribution
amplitudes with diagonal Wilson-line, a quantity acces-
sible with standard methods but never before computed

LQCDMaster: Tool-Augmented, Skill-Guided LQCD Code Generation

From natural-language lattice-QCD research request to PyQUDA computing code

[Optional] Interaction [Optional] Interaction
il L i /
/User Request 4 Planner A O 4 Executor ) O Outputs
O .
B HE-O-Bl = B-E-0 S rwm
Human _ Human | < SLURM scripts
;‘omputtea ’"leion Solve critique rewrite | checkpoint AP ﬁlr:’\,/ed A;Z‘Zits vailgated Checkpoint | - Logs & Summary
-point correlator
j K I 3 J \ a
I
Skill-Guided Agent Specialization Deterministic Wick-Contraction Tool
-5@3 Igcd-physics-correlator t 2 — @
{étf?b} pyquda-tool Wick_Contract Generate_Einsum  Verified
. d contraction
N uaa-gauge
Q’% pya gaug Reduces hallucination, enhance effciency

500 1

Time (minutes)
(9]
o

B Human expert
B LQCDMaster 8 h 44x faster

54x faster 38x faster
4 h 4 h

30x faster
2h

17x faster
1h

Wilson Local Nonlocal meson 3pt baryon 3pt
loop 2pt 2pt

H.F. Gao, et al.,, 2607.15001



An agentic calculation of EEC@4 loo

A challenging problem for a new student

Success rate

75%

Requires substantial time even for expert o e
I ® ® Gemini 3.5 Flash
main reason why this has not been done ° e wenrmn
___________________________________________________ ® KimiK2.6
1 ’ h R 45% ®
v y uman feedback ! ® DeepSeek va-pro
(o N (e ) : )
Planner Executor Loops : . GLM-5.1
! o O ® Doubao Seed 2.0 Pro
e N blue team :
Human plan ; N gr dable ) o
goals + limits Blue A Lo uman-readabie 15%
review criteria | |, code path A Red-team report
y 4 ) g math /phys. errors reasoning trace i
s ~N . %o
( Agent refine | Blue B L A/B comparison \ agreed result J 20M 50M 100M 200M 500M soom All-call tokens
decoupled steps L code path B )
complete context zﬁ
\K ’) S ) 1o \\ wfoooon. ] @ oo strong: SUGRA
p v 1\ 91 SGL LTI FYVUOUIEE I strong: SUGRA +\ '
- —~ OO C00p oo ,
Computational tqols and packages o ‘2 - 00000}0%%5 —.— strong: SUGRA A 1 4+ A 32
Tools: Mathematica, Maple, Python O anl B 1 » )
S Packages: HPL, PolyLogTools, HarmonicSums, Hyperint, PSQL E o' - %3!2 » | == — - == strong: SUGRA +X "+ X 7“4+ A
4 0.55 0.60 0.65 0.70
= R
o \
- - E \ \Q\ ______ :
Back-to-Back Subleading-Power Resummation Roadmap = \ EEE L e cgmto
= : Tt~ — S = esgpTARsAssnrALrs Ly
------------------------- R P e S el e T bl et B e Bt el el 10° 5 : e e e e e e e e e e e o e TR
' light transform ¥ % ] : R ———
1 —
) é N\ N\ ) 4 ) %
. . s 1 -t A | ==——— nonpert. LP fit [2512.10796]
Ot : Irt | ‘T(urr,lﬁ) tor (I)(’U,, ’U) : M(Jl ! ']2) EEC(y) .g -1 : o nonpert. LP fit + pert. NLP LL
OPE input ocal correlato dynamical function Mellin data back-to-back limit g 1073
[ block decomp. ] s g ! pert. LP nonpert. LP fit + pert. NLP NLL
(l twist sect } —> —»-| | crossing symmetric | (| | infer pole structure| —» [ YLy tower ] #  planar bootstrap [2512.10796] nonpert. LP it + peyt. NLP NNLL
OW-TWIST sector [ Ilghtcone Ilmlt J A g y . A p A 1 Padé appr()ximati()n < nonpert. LP fit + pert. NLP NJLL
D.L. power/log series from ®(u,v) [resum + match] ,
( large-spin data ] > i large spin 0 05 10 L5 2.0 25 3.0
[dou ble Iightcone} a=\/(4r?)
enhanced terms
J \. J \. J N\ J \ J
crossing symmet _ :
[TCB + recursion} [ (ug<—zlv) ry} [Mellm representatlon} {EEC Mellin kernel}

14 Hao Chen, Moult, Bo Wang, HXZ, in preparation



Specialized used of general model

q—k _

#|Epoch 4775) Score = 188.4

| d?k 1 (oo 2) # \Gode
/] I(nl,n2) — ( #[\.Epoch 9:) Score = 152.2 import numpy as np

d 2\ — 2\n2 # Code def priority(node: tuple[int, int],
27T) (k ) ((q k) ) import numpy as np npode_tatryget: et‘.uptlep[int , tint])t ->
def priority(node: tuple[int, int], float:
k node_target: tuple[int, int]) -> X, z - noc;e . .
float: a, = node_targe
O0=(d—-2n —ny)I(ny,ny) —mpl(ny —1,np+ 1)+ nal (ny,ny+ 1) return -np.sum(node) d = (o(.xs- a) **% 2 + (y = b) *x 2) *x*
0= nll(nl -+ 1, ny — ].) — nll(nl + 1, n?_) — n21(n1 — 1, no + 1) p = (2x +**b 2*: 2y) **** 20).5** 0.5 - (a *x
+ml(m,np + 1)+ (np — m)I(m,ny) S i Bl R
7 -5 Ellipse-type Priority
15.0 o -
s B S S S B s _15 15.0
. 10.0 124
- . e - N2 20
30 :ii:, Laporta algorithm I
omts SR B z
Hinit 1ir :
20p; 25 sie o sn e b 2 2 s Mged oo N+ TR
él [0000 000000000000 0.0 2.5 5.0 7.5 10.0 12.5 15.0 17.5 LT <o .
15 S$o0000cscssevnse :S.eeding points N1 " 0.0 25 5.0 7.5 100 125 150 175
P L T N1
JOF s oo ceceeceecececscscecessese . : . '
Ittt tHam * Rediscover classic Laporta algorithm in 9 Epoch
B e s et . . . . .
At U HEHEH HHH R H Y * An Ellipse-type algorithm achieve 1000 times improvement
0 S 10 15 20 25 30 35

LLM as a mutation operator in evolution
alg()rithm Zhuo-Yang Song, T.Z. Yang, Q.H. Cao, M.X.

15 Luo, HXZ, JHEP 06 (2026) 225




HEP for Al
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Unique position of High Energy Physics

e High Energy Physics in the era of

e Look backward Al

e Unique model of international
collaboration through big
experiment

e The birth of WWW

e High-energy experiments
were among the first to adopt
neural networks in scientific

research

e International evaluation
standard

e Anticipate the challenges 10
years ahead

17



A particle physics’ view

10'%¢m

Universe exhibits diverse phenomena at
different scales

thinking
reasoning
coding

The two end also exhibits very different laws

The laws of microscopic dynamics and macroscopic

dynamics
18



HEP4AI: Physics of Al

19



A collider physics’ view

-
ATLAS
Candidate Event: law of neural / . N law of data
e / Iearnmg \
—

thinking

weigh .
9 ts reasoning
coding
We cannot see the inner structure of proton. For genuine large model that exhibits
We infer it from macroscopic distance and frontier intelligence, very expensive/difficult
repeated experiments to study the microscopic law. Instead,

everyone can repeat the generation and
20 study the law of data/generation



Space of exploration: from token to concept

o cob.ocean State Space C

SR ‘@ Frop e -.b.:n;;:g::-,_._;xg: NO: total # of sample
R AR SR o I N(g<-f): # of g generate
® ..*gef- s @ . . e e e @ O ® o

= '.thu.nd'e; . . : : : ...skylrf’e : .. . : : .hélf = . . ‘.. . v:et .;rd

g Tl g g £ oy N D)
. it - hadoggy * | 'a;.“t :. . 9. : v . @ ' . (g <— f) ~ N (f)

o jourfiey ,° .'I’Fap'f R . ’ .h.driz.on' 2 & f g "

9. @ : e 9T -

Source: Huggingface 1 ( A  LLMs )
Prompt : Extract
» » G t #
1 5 . f I Phrase Te(n geri ;?)n Phrase , g
king - man + woman ~ queen . - - .
e e e e e e e e e e e e e e e e e e e e o = = -
1 King .Q”ee” o °
corse-graining
0.5
paraml * tanh(param2 * x + param3) + paramé
tok paraml - (param2 / (x + param3))
° paraml * x / (1 + param2 * log(x + 1))
paraml * tanh(param2 * x) + param3
—0.5 ‘Man Woman param2 + paraml * (1 - exp(-x))
®
_ example from Symbolic Regression
- token laten space
s -1 ~0.5 0 0.5 1 1.5 @s\/‘;\

Zhuo-Yang Song, Q.H. Cao, M.X. Luo, HXZ, 2512.10047



Observation of evidence for detailed balance in
LLM generation

e The generation process exhibits a
scaling law

e We interpret It as a consequence
of detailed balance

m(g)T(f < g)=7(f)T(g < [)

m(f) probability of staying in state f

T(f + g) =T(g f)e—B(VT(f)—VT(g))

e Can we apply more tools from
equilibrium physics to study LLM
agent?

Zhuo-Yang Song, Q.H. Cao, M.X. Luo, HXZ, 2512.10047

————
———
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|

e
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22

A
- = Detailed balance 2”7
® Data points o :oo :
og‘% ¢
N = 1375
x2/ndf = 2.09
| 1
5 10

B(V(f) — V(9g))
Measured in the example of symbolic regression

paraml * tanh(param2 * x + param3) + paramé
paraml - (param2 / (x + param3))

paraml * x / (1 + param2 * log(x + 1))
paraml * tanh(param2 * x) + param3

param2 + paraml * (1 - exp(-x))



HEP4AI: Industrial impact
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Benchmark as a collaboration between science
and industry community

Shaplng the FU.tU.re Of Mathematics in the Age ()f AI i Bf:.iz.,:.mm.m.,.,(,,..m,\i. e ing  chain-of-thought

PHYBench: Holistic Evaluation of Physical Perception and
Reasoning in Large Language Models

Johan Commelin* Mateja Jamnik! Rodrigo Ochigame? Lenny Taelman®

Akshay Venkateshl 2603.24914

Another proposal being pursued by multiple
groups is the creation of community-owned [bench-
marks. Good benchmarks can signal community
values to those developing AI systems, while also
helping mathematicians understand realistic use

cases for, and limitations of, the technology. For | | | o | | |

ex a,mpl e, benchmarks that focus on open-en ded Science Olymplad traqk extends this format by ernploymg 1nternat}ona1 Qlymplad medalists across a
) range of scientific subjects to craft problems specifically adversarial against state-of-the-art models.

problems can counter overstated claims based on Complementary work such as PHYBench (Qiu et al., 2025), ChemBench Mirza et al. (2024), and

narrow task suites.

% Peking University Beijing Computational Science Research Center
Q-&;I StephenQS - g nondegeneracy

A comprehensive benchmark suite called PHYBench evaluates physical reasoning capabilities in s
large language models through 500 carefully curated physics problems and introduces a novel
Expression Edit Distance (EED) Score metric, revealing significant performance gaps between

current LLMs and human physics students across various domains of physics.

Problem v Method v Results v Takeaways v

Cited by OPENAI benchmark: https://openai.com/index/frontierscience/

S EIAEIE NS —TURi Sl R it

RIEHEN, HFAEENINANEERA IS b

ZARBNFEEEET XBIMERE |, BREEERIEL https://hai.stanford.edu/ai-index/2026-ai-index-report

FRIBERIZBEARNSIRN A= NEBRE, §) gy

an , REFANE SR EEN T LA R NIPS 2025
Shi Qiu, et al., , 2504.16074

AP EF IR (ESEHM~ERNTKFIE.
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Score

Progress in model capability as measure
PHYb

70 +----- Human Experts (EED Score): 70.4 ==-m=mmm e s o oo e Model Categories
B Reasoning Models (Accuracy)
60l Human Experts (Accuracy): 61.9 -=--=-----ommomommmm oo Reasoning Models (EED Score) -
B General Models (Accuracy)
49 5 General Models (EED Score)
307 46.4 BN 32B Models (Accuracy)
41.9 32B Models (EED Score)
40 - 36.9 379 373 3624
34.8 '
333
32.0
30 - 29.4 m3m4zﬂ
%02ﬁ)m92w I 253 242 238 237
20 - = B 182 18.0
15.3 137 136 129 132 154 439
10 A
70 61 45
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O S F S T TS F&TFN T T
[ 3 & )
6@‘& 3 ’ QQ 8)/ 0 Q\,‘b’c’ OQQG 8> QQ) erbQ) & \“\\\
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\Q\ &Zaﬁ). S
& e F
© N =
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April 2025

25

from

ench

ZTiEn | Seed

Seed2.0 EFX &%

ByteDance

H &
2026-02-14

Seed2.0 IEFX &7 o

Capability

STEM

BRI

Benchmark Seed2.0 pro Seed2.0 lite Seed2.0 mini GPT-5.2 High GPT-5 mini High Claude Sonnet 4.5
GPQA Diamond 88.9 851 79 924 821
Superchem (text-only) 516 48 16.2 58 348
BABE 50 502 404 58.1 492
Phybench 74 73 56 74 60
FrontierSci-research 25 183 33 25 18.3
FrontierSci-olympiad 74 70 L4 75 69

Feb 2026

NIPS 2025
Shi Qiu, et al., , 2504.16074




PRBench: ultimate benchmark for Al intelligence

I
I
|
produces
eval_report.json | Model-Judge Output Files
I
I

Jingjun Zhang', Zifan Zheng', Pengfei Liu', Linrui Zhen', Kaiyang Li', Qichang Li!,
Ziheng Zhou', Guo-En Nian'!, Yunwei Xiao!, Qing-Hong Cao!, Linjie Dai'!, Xu Feng!',
Peng Gao', Ying Gu', Chang Liu!, Jia Liu', Ming-xing Luo?, Yan-Qing Ma', P -
Liang-You Peng', Huichao Song!, Shufeng Wang', Chenxu Wang', Tao Wang!, = ———————==———=—————
Yi-Nan Wang!, Chengyin Wu', Pengwei Zhao!, and Hua Xing Zhu!

Grading data/*.csv

AN J

PRBench: End-to-end Paper Reproduction in Physics — — N - N
Research A2ZA—> g —docker exec™> @' |

e, | | ol |

Shi Qiul, Junyi Dengl, Yiwei Dengl, Haoran DOIlgl, Jieyu Flll, Mao Lil, Zeyu Lil, orchestrate + grade % manage process ) AN ) I
Zhaolong Zhang', Huiwen Zheng', Leidong Bao', Anqi Lv!, Zihan Mo!, Yadi Niu!, | reads ground truth : |
Yiyang Peng', Yu Tian', Yili Wang', Ziyu Wang', Zi-Yu Wang', Jiashen Wei', p . Ty —————— | |
Liuheng Wu', Aoran Xue!, Leyi Yang!, Guanglu Yuan', Xiarui Zhan', > = E :

|

|

|

ISchool of Physics, Peking University, China Agent Methodology Code Data Acc. Instruction Overall
*Beijing Computational Science Research Center, China OpenAl Codex
GPT-5.3-Codex 78.00 43.00 21.00 92.00 34.00
March 31, 2026 OpenCode-based Agents
GPT-5.3-Codex 72.00 36.00 16.00 90.00 28.50
=T, Long-contextcomprehension Kimi K2.5 (1T) 61.90 22.00  11.40 80.60 20.57

2 Paper éé Scientific reasoning DeepSeek V3.2 (671B) 63.20 19.30 8.90 84.20 18.50

o o ) D . Minimax 2.7 (230B) 55.60 16.30 10.00 86.00 17.97
CR=S V(e == 4 i Complex problem solving GLM.-5 (744B) 5050 1880 1060  67.00  17.87
II PRBench % Systematic code generation & execution End-to-End Callback Rate 0.0

{4 Iterative refinement

A research level benchmark for scientific
understanding, reasoning, scientific computing

Science is a endless frontier

26 Shi Qiu, et al., , 2603.27646
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3FHRIE - MIEFSATEEE

o EHHMD : S (REAN) | BFE BB, MR, 20K, RE&E ,
K14, REE

o F— :
e [ :
o E=F:
o FIYE :
o EHF
o SH7\A
o FTH

AN L E BRI SR N YmiESh o FE/\FH : RERSMESAIE=E
KESEBESEGER o BNA : KIMPESALTERE
AN NI o BT : PES AT E=E
s JBI% O o BT : EFZARSALIER
22 R AR 28 2844 o F+R . ¥ EiEEY
TransformerZFZ84 o E5T=/ : FItIESAITERE
AL EBeFHIIEZR RS o BT : KFYIESAITERE
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Participating in the forefront of the industry-
academia collaboration

HEILKFREE | LRERE, THREARW
TERASIBAEN,

APTITUDE
TEST

—
| 20000
30000
re—

Assess abilities
in a domain

BXRZE, BSMTHNEZROAIBRARTE, GRENE, BELEEINZMAKREEZID
MERAZZMIREBRZEAR . XENEEREESS TRIIE—— 12X
REYIBHIEE NN EEPHYBench, 37— 1T ERATEEMENEINRREZMRHEER

R4iColliderAgent, HiXtTEMERE, RUNKMBERECHRENISFME, HEXLLS
’ —_— TN

Lo, BERBEREFRMNE, A_NHSS5 7TEICYIEMRFIEKAIPHYBenchIi
B, SEIAERMWERTIFUXESKREMNFHEBEENDNEAENL, EI—TZANEH
KR, BINRERRT —RALERIFHUR VLN, XEREFHILHGTYES ATEEER
RXBMER T ERZIIANR,
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Large Language Model training camp

Organize a team of high-school students to learn
R iR XIFF VN : : :
il iy s Bl LLM from scratch using physics reasoning as
target

= Divided into 4 teams: Al infra, RL, data, agent
II II I | II Complete a full cycle of model training

" " - " github.com/Rise-AGI/OpenFundus
R8I S S0 o0t github.com/Rise-AGl/magnus

Magnus & - 70 KRS Phy-LLM

895 1,310 81.2%

GPU-hours RSeS| RA B HIEEFR AR

FEIF AR 58 11 X GPU-hours 574
B{El GPU Fit % 4H%R GPU-hours 322
mEL L (6/6) 5A BYwHE /M X
=5 R 5 FAT(E % CPU-core-hours it 8,800+

3145 LoRA baseline FAREEEIIAR MIT 30-50%

30



Some final thoughts
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Automation Without Understanding

Why the United States must preserve mathematical capacity in the age of Al

JuN—YoONG PARK

https://arxiv.org/pdf/2607.06377

My father used to tell me: “When you cannot tell what is the right thing to do, do the most

difficult thing well. That 1s the right thing to do.” Mathematical understanding is difficult. It is slow.

It 1s unprofitable on any timescale a budget can see. It takes a kind of passion that no benchmark

can measure. And it 1s part of the foundation on which everything else stands.

The choice facing the United States 1s not between human thought and machine intelligence. It

1s between automation with understanding and automation without it. A country that chooses the

second path does not become more advanced. It becomes more dependent, more fragile, and less

capable of directing its own future.

BACEE SR "YIRLTEHRI T AZIEFHER, MIESEAEMT - I
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Al . ERE N
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B xE
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T RS B 0
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ST0GA

i st e

. take quantum mechanics, even if
;| | you are a computer scientist, o35

If you're studying computing science or engineering of
some kind, and you have a choice between a course that
teaches you about a piece of technology that is currently
fashionable like, I don't know, mobile app programming

or LLM prompting or whatever it is, I am sure there are
equivalent in various engineering disciplines, don't take

those classes, if you have a choice between mobile
programming and quantum mechanics, take quantum
mechanics, even if you're a computer scientist.

MIT MGAIC Symposium: Foundations and Futures Keynote
Yann LeCun, Oct. 2025

33

Pavel Durov @ @ @d... - 12 ] ,
& If you're a student choosing what to

focus on, pick MATH. It will teach you to
relentlessly rely on your own brain, think
logically, break down problems, and solve

them step by step In the right order.
That’s the core skill you’ll need to build

companies and manage projects.

o
K-

| 4

“ Elon Musk

Physics (with math)
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