Al For HEP

— A Representation Learning Perspective

Huilin Qu (B Z[#)

ISR EMES R
E+-RLERRREARBYAER

July 16,2026



AEP DATA FLOW...

Hardware and -
software -
trigger

- Experimental

.. Raw
collisions

data

.  Interaction with
- Stable . simulated
particles:  detector

Generated
events

e T
2 &
" =
.
\.°:
. | 2z
o LN L Y
A
R /
o
g A
! .
\, ’ u.
é .
.-0 ..

Recon- - Reprocessing

structed -

Filtered events

data

Physics
results

-Reconstruction :
' Analysis-

O(GB/s 5 .

- o B 5 O(weeks) formatted O(days) . o oo
e data 2 E R

Statistical i —

analysis

Front.Big Data 4 (2021) 661501



https://doi.org/10.3389/fdata.2021.661501

HEP DATA FLOW... MATCHED WITH ML!

Ultrafast inference (FPGA/ASIC),

data compression, anomaly detection...
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HEP DATA FLOW... MATCHED WITH ML!

Ultrafast inference (FPGA/ASIC),

, . CMS-DP-2025-032
data compression, anomaly defection...
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HEP DATA FLOW... MATCHED WITH

ML!

Fast calorimeter simulation
using generative models front view

Photon shower at E = 1048.6 GeV

| arXiv:2410.21611
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HEP DATA FLOW... MATCHED WITH ML!

Phys. Rev. Lett. [21, 111801 (2018)
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HEP DATA FLOW... MATCHED WITH ML!

Focus of today
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.| CMS Experiment at LHC, CERN
C S ;| Datarecorded: Sat Aug 5 15:32:22 2017 CEST

Run/Event: 300515 / 205888132 EXAM PLE: J ET TAG G I N G

- Jet: a collimated spray of particles

Key question:
What type of particle initiates the jet?

The answer — Jet tagging!




CMS Experiment at LHC, CERN
Data recorded: Sat Aug 5 15:32:22 2017 CEST

Run/Event: 300515 / 205888132 EXAM PLE: J ET TAG G I N G

Compact Muon Solenoid

Powerful handle to search for new phenomena
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CMS Experiment at LHC, CERN
Data recorded: Sat Aug 5 15:32:22 2017 CEST

Run/Event: 300515 / 205888132 EXAM PLE: J ET TAG G I N G

Compact Muon Solenoid

But also: excellent playground for machine learning
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CMS Experiment at LHC, CERN
Data recorded: Sat Aug 5 15:32:22 2017 CEST

Run/Event: 300515 / 205888132 EXAM PLE: J ET TAG G I N G

Compact Muon Solenoid

But also: excellent playground for machine learning
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Evolution of Jet Representation

image, sequence, point cloud, ...

Attention Is All You Need?

or how physics can help. ..

12



Evolution of Jet Representation

image, sequence, point cloud, ...
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DATA REPRESENTATION

HEP

Collision events, detector hits, sensor arrays, ...

First and foremost:
How to represent the data’

ML

|4



DATA REPRESENTATION: IMAGE

HEP Image
40 -
35 - x 10-1
30 -
25 . al
O
© 20 - g B
510_2
15 - -
N u
O
10 - 0
- 0
5 -
' 10-3
0 . . .
0 10 20 30 40
n
Collision events, detector hits, sensor arrays, ... e.g, L. de Oliveira, M. Kagan, L. Mackey, B. Nachman and A. Schwartzman, arXiv: 1511.05190

(see also the review by Kagan, arXiv:2012.09719)

Convert to 2D/3D image => Computer vision
then use convolutional neural networks (CNNSs)
but:

Inhomogeneous geometry, high sparsity, ...
15



DATA REPRESENTATION: SEQUENCE

HEP Sequence
Q Output
MLP
| \ | | LSTM
>1 | / 82 | | S States
0 LT ... e Input
h @ ' U Sequence

e.g., Guest, Collado, Baldi, Hsu, Urban, Whiteson

Collision events, detector hits, sensor arrays, ... arXiv: 1607.08633

Convert to a sequence => Natural language processing (NLP)
recurrent neural network (RNN), e.g., GRU/LSTM; 1D CNNSs; etc.

16



DATA REPRESENTATION: SEQUENCE?

HEP Sequence
| 2 3
2
3
— Permutation symmetry =

| 2 3
._.m&, S | 2 3
3

Convert to a sequence => Natural language processing (NLP)
recurrent neural network (RNN), e.g., GRU/LSTM; 1D CNNSs; etc.
but:

must impose an ordering on the particles/hits, which can limit the learning performance

|7
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DATA REPRESENTATION: POINT CLOUD

HEP Point cloud

Collision events, detector hits, sensor arrays, ... '7

HEP data as a point cloud
each particle / detector cell is a point in the cloud
for each point: (spatial) coordinates + any additional properties (energy/momentum, detector response,...)

key feature: permutation symmetry — algorithm output should not depend on the input ordering

19
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ParticleNet: jet tagging via particle clouds ? ,

EdgeConv Block
k=16, C = (64, 64, 64)
\

treating a jet as an unordered set of particles, distributed in the n — ¢ space
graph neural network architecture, adapted from DGCNN [arXiv:1801.07/829]

v

EdgeConv Block
k=16, C = (128, 128, 128)
\_ J

\ 2 v

EdgeConv Block
k=16, C = (256, 256, 256)
. J

7
Global Average Pooling
\ 2

e N\
Fully Connected
256, RelLU, Dropout = 0.1

2

Fully Connected
2

v

treating a point cloud as a graph: each point is a vertex

for each point, a local patch is defined by finding its k-nearest neighbors

designing a permutation-invariant “convolution” function

J

define "edge feature” for each center-neighbor pair: ejj= MLP(x;, x;)

aggregate the edge features in a symmetric way: x;' = mean. ej;

J Softmax
Performance on top quark tagging benchmark
X, X. [SciPost Phys. 7, 014 (2019)]
2 0 Q@ v ‘ ‘ Ji2 eij-2 ‘ Ji2
@ Ji3 \ / EdgeCony / 1/ep at &, = 30%
' e s

x\‘ ig ResNeXt-50 1147 £ 58

/ ' . ® P-CNN 759 + 24

x @ X, x @ X s TR PFN 888 + 17

H é N ’ @ OQ@ ParticleNet-Lite 1262 = 49

4 ParticleNet 1615 + 93

Ji5

cf. PT. Komiske, E. M. Metodiev and J. Thaler, JHEP 01 (2019) [21;
V. Mikuni and F. Canelli, Eur. Phys. J. Plus [35, 463 (2020); Mach.Learn.Sci.Tech. 2 (2021) 3, 035027. 20



https://doi.org/10.1103/PhysRevD.101.056019
https://doi.org/10.1007/JHEP01(2019)121
https://doi.org/10.1140/epjp/s13360-020-00497-3
https://doi.org/10.1088/2632-2153/ac07f6

PARTICLENET

Image

Sequence

Point cloud {

HQ and L. Gouskos
Phys.Rev.D 101 (2020) 5,056019

Performance on top quark tagging benchmark

[SciPost Phys. 7, 014 (2019)]

1/e, at e, = 30%
ResNeXt-50 1147 + 58

P-CNN 759 + 24
PFN 888 + 17
ParticleNet-Lite 1262 4 49
ParticleNet 1615 + 93
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Attention Is All You Need?

or how physics can help. ..

22



ATTENTION IS ALL YOU NEED!?

ransformers are taking over every task

Large Language Models

Protein Structure Prediction
(e.g. Nature 596 (2021) 583)

Image/Video Generation

Output
Probabilities
Linear
( ¢ )
| Add & Norm |<-\
Feed
Forward
e ~\ Add & Norm
r—>— .
Al € MO Multi-Head
Feed Attention
Forward 3 7 ) Nx
— ]
Nix Add & Norm
Add & Norm Masked
Multi-Head Multi-Head
Attention Attention
C— J \_ —
Positional D ¢ Positional
Encoding Encoding
Input Output
Embedding Embedding
Inputs Outputs
(shifted right)

Scattering Amplitude Computation
(e.g. MLST 5 (2024) 035073)
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https://www.nature.com/articles/s41586-021-03819-2
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ATTENTION IS ALL YOU NEED!?

ransformers are taking over every task

The end of architecture research?

24
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ATTENTION IS ALL YOU NEED!?

ransformers are taking over every task

The end of architecture research?

Not really...
Physics + network “co-design™ is the key.

25
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PARTICLE | RANSFORMER

Particle Transformer (ParT): Transformer model tailored for particle physics

HQ, C. Li, S. Qian,

ICML 2022

Standard |
Ir ansfor mer L blocks Class token (0) ’

Class Class
Attention Attention

Particle Particle
Attention Attention
Block Block

Particle
Attention
Block

Particles

Block Block

Interactions —»

Embedding Ji( Embedding

Physics-driven ]
enhancement

N e e P-MHA(Q, K,V) = SoftMax(QK " /+/d;, + U)V,

kr = min(pT,aapT,b)Aa

2 = min(pr.a, pr.p)/(Pr.a + Prp); Injection of (physics-inspired) pairwise features to
2

m® = (Eq + Eb)? — ||pa + Poll, “bias” the dot-product self-attention
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https://arxiv.org/abs/2202.03772

PARTICLE [ RANSFORMER: PERFORMANCE

All classes H—-bW H-—->c H-—qgg H—4g H-—'lvgy t—bgd t—blv W —qid Z—qq
Accuracy  AUC  Rejsoq,  Rejsoy,  Rejggy Rejs00, Rejggo, Rejsoo,  Rejgg 50 Rejsgy, Rejs00,
PFN 0.772 0.9714 2924 341 75 198 265 797 721 189 159
P-CNN 0.809 0.9789 4890 1276 38 474 947 2907 2304 241 204
ParticleNet 0.844 0.9849 7634 2475 104 954 3339 10526 11173 347 283
ParT 0.861 0.9877 10638 4149 123 1864 3479 32787 15873 543 402
ParT (plain) 0.849 0.9859 9569 2011 112 1185 3868 17699 12987 384 311
. o . JETCLASS dataset (100M jets)
Particle Transformer (ParT): significant performance improvement!
compared to the existing state-of-the-art, ParticleNet Model complexity
1.7% increase in accuracy Accuracy # params FLOPs
up to 3x increase in background rejection (Rejxx) PEN 0.772 86.1k  4.62M
o . . P-CNN 0.809 354k 15.5M
ParT (plain): plain Transformer w/o interaction features ParticleNet 0.844 0k 540M
1.2% drop in accuracy compared to full ParT ParT 0.361 2.14M  340M
ParT (plain) 0.849 2.13M 260 M

Physics-driven modification of self-attention plays a key role!

27


https://zenodo.org/record/6619768

SYMMETRY-AWARE ARCHITECTURES

One step further: symmetry-aware architectures
one important symmetry for particle physics: Lorentz symmetry
Lorentz-equivariant architectures

equivariance (covariance) — preserve the symmetry by construction

Lorentz
transformation &

G (x)) = (X))

= — e e = —— -

28



L-GATR & LLOCA

L-GAIr: Lorentz-Equivariant
Geometric Algebra Transformer

Lorentz-Equivariant
Geometric Algebra
Transformer

Geometric algebra Lorentz-Equivariant Transformer
representations layers architecture

x =x° 1+x:: y“+x5v 0"“'+x2 vPy® 4+ xP y®

Specialized Lorentz-equivariant
linear/attention/norm layers based on
geometric algebra representations.

J. Brehmer, V. Breso, P Haan, T. Plehn, HQ, |. Spinner and |. Thaler,
arXiv: 241 1.00446

LLoCa:
Lorentz Local Canonicalization

ST TRy Particle data Frames-Net Transform in local Any backbone Equivariant
VA T

¢ reference frames architecture output
20 Ppo ( 0,P O) (/ \‘/ '\Q» //SQ» é@(&@ e,% % * Regression
2% — - 4| }: “e‘ +\LK i Q@Q - /l@z ™« Classification
) \ - . i
\\ /'. Lo /1\4 Lip1 Gene.ratlon
o, @) M 6 .
Lp ]° :

Learned local reference frames to transform the inputs
into a (learned) canonical frame and then the outputs back.
Can be applied to any architecture (GNN, transformer).

L. Favaro, G. Gerhartz, F A. Hamprecht, P Libpmann, S. Pitz, 1. Plehn,
HQ and |. Spinner, arXiv: 2508.14898
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https://arxiv.org/abs/2411.00446
https://arxiv.org/abs/2508.14898

| -GATR & LLOCA PERFORMANCE

Performance on JetClass (100M) Scaling w/ training set size

Network Accuracy AUC Time FLOPs Memory Parameters

MIParT-L [26] 0.861 0.9878 43h 225M 53.6G 2380k 0.988 -

LorentzNet* [11] 0.847 09856 64h 676M 20.5G 223k

PELICAN-lite* [17] 0.851 0.9862 97h 1370M 27.4G 244Kk

ParticleNet [9] 0.844 09849 25h 413M 16.5G 366k 09867

LLoCa-ParticleNet* [17] 0.848 0.9857 43h 517M 23.5G 385k s

ParT [18] 0.861 0.9877 33h 211M 13.3G 2141k 2 084

LLoCa-ParT* [17] 0.864 0.9882 66h 315M 19.9G 2160k

Transformer [17] 0.855 0.9867 15h 210M 2.3G 1979k —=— |-GATr
LLoCa-Transformer* [17] 0.864  0.9882 28h 219M 4.1G 1980k 0.9827 MIParT
L-GATr* [16] 0.866 0.9885 166h 2060M 19.0G 1079k B ParT
L-GATr-slim* 0.866 0.9885 27h 329M 8.1G 2031k ParticleNet

0.980

2% 10% 100%
Fraction of the JetClass dataset

a more efficient version of L-GAIr
implemented using only Lorentz scalar and vectors.

A. Petitiean, I. Plehn, J. Spinner and U. Kéthe, arXiv: 251 2.1 /701 |
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HAT'S NEXT?

Natural language models
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BOTS —» BlenderBot1 @ ’ O @ @
PLATO -XL Chat(Bard* BlngChat*
A GPT-4* Ernie Bot 3.5
billion parameters
Wu Dao 2.0
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A _/
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David McCandless, Tom Evans, Paul Barton
Information is Beautiful // UPDATED 20th Mar 24

source: news reports, LifeArchitect.ai
* = parameters undisclosed // see the data

mane witH VIZsweet

Source: informationisbeautiful.net

HEP models (e.g., jet tagging)

>8004 @ LLFtaggers o ',
® HLF taggers ParT fit. o
® Transfer learning Y 4
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EEN P-CNN
P @ LoLa
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103 104 10° 106 107
Parameters

R. Das, G. Kasieczka and D. Shih, PRD 09, 054009
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SCALING LAWS

Neural scaling law [arXiv: 2001.08561,2205.15556]

question: for a fixed compute budget (C), how to determine the optimal dataset size (D) and model parameters (N),

such that the loss is minimized?

empirical power law:

L(N,D) £ E

for transformers:

A B
+ — + —.
N«  DP

FLOPs(N, D) ~ 6ND

compute-optimal scaling:

6
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1
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Interestingly, for LLMs, the optimal scaling
is found to be a ~ b ~ 0.50 —
same scaling for data and parameters.
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SCALING LAWS FOR |ETS

Jet flavor tagging (Small-R)
ATL-SOFT-PUB-2026-002

A B

L(N,D)= L 4 I :

(V. D) No DB
N x C°, D x Ct™e LoxC™7, with a = b .
a+ (3

Boosted jet tagging (Large-R)

M.Vigl, N. Hartman, M. Kagan and L. Heinrich, arXiv.2602.15781

a =3 o H-obb 4+ Hogg H — tvqq’ Wsqq x t—bév
1.6 % N O H—1> C1C ¢ H-o4g o Z-qgg +  tobgq ParT (100M)
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Model scaling exponent Q Ly o N™¢ 0.677 (0.644, 0.764)
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https://cds.cern.ch/record/2953659
http://arxiv.org/abs/2602.15781

SCALING LAWS FOR JETS ..o oo i P

Jet flavor tagging (Small-R)
ATL-SOFT-PUB-2026-002

A B
L(N,D) = L, - I
(V, D) No ' DB

Boosted jet tagging (Large-R)

84

B
_|_

3

M.Vigl, N. Hartman, M. Kagan and L. Heinrich, arXiv.2602.15781

Very-different scaling exponents for.the.two tasks — Why?

Parameter Value (68 % CI)

Quantity

Symbol Description Value

. Lo 0.32(0.29, 0.34)
Irreducible loss Lo L(N_inf, D_inf) 0.619 (0.539, 0.671) A 11.27 (8.01. 15.14
Model scaling exponent a Ly oc N™@ 0.677 (0.644, 0.764) a 0.44 (0.40, 0.48)
Data scaling exponent B Lp « D7P 0.077 (0.065,0.086) B__ 22.(0.66, (.89
C = 6N D optimal exponent y oc C7 .07 (0.064, 0.074 B 0.22(0.21, 0.23)

~ 0.15(0.13, 0.10
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FOUNDATION MODEL

“A foundation model is any model that is trained on broad data
(generally using self-supervision at scale) that can be adapted
(e.g., fine-tuned) to a wide range of downstream tasks.”

Data

Text | ‘ l

\
@ Images

Speech "/VV\" Training | Foundation
V4 y
Model

~ Structured
. Data
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3D Signals <=
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[arXiv: 2108.07258]

Adaptation
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PRE-TRAINING AND | RANSFER LEARNING

he pre-training of the P-JEPA model can be performed on large-scale real data

we demonstrate this by pre-training P-JEPA on the JetClass dataset (100M jets) without using any truth labels
Once pre-trained, the encoder can be viewed as a foundation model

transfer learning to specific downstream tasks

Pre-training Iransfer learning
Repl::;irf'l:tion M'aEI:Tc_a.I:en
x X === \ Task-specific
Context —_— ontex — l::::\' — — dataset é ) .
Encoder | Agcgretgatt;)r oo T > Tagg ’ng
X S—
Rgﬁgezaiiidon Loss ( \
Anomal
Particle Loss % . Smooth LI Loss R % — ) » > ] y
= = Detection
- — o
— —_— s | Aggregated Loss [:]-»D Smooth LI Loss [ ]4. ). «—
O - » More...
\ 4
PID Loss Q\5 ) Cross Entropy , IQ . - - % < A
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TRANSFER LEARNING: JET TAGGING

Benchmark: 10-class jet classification on JetClass

x Qriginal ParT

—+— Finetune

—+— Freeze
—+— FromScratch

FineTune;
Encoder allowed to be slightly updated
when trained with labelled jets for tagging
Freeze:

Encoder fixed when trained with labelled
jets for tagging

FromScratch:

Same network architecture, but trained with
labelled jets starting from randomly initialized
weights

05

104 105 108 107 108
Number of labelled training samples

Pre-training + transfer learning shows a
significant performance boost when
labelled samples are limited.
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OUTLOOK:VERTICAL SCALING

At colliders: event reconstruction usually follows a hierarchical way

due to heterogeneous sub-detectors and high particle multiplicity
Going beyond: a foundation model that aligns data representations at various levels and cover all the stages?

requires a multi-modal approach and efficient architectures

Detector/Particle-flow reconstruction Jet/Object reconstruction Event classification/interpretation

-~ top quark

Raw detector hits => Signal vs background processes
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OUTLOOK: HORIZONTAL SCALING

Dark matter/neutrino/cosmic ray experiments
typically homogeneous detector — end-to-end ML reconstruction more promising

Going beyond: a foundation model that generalizes across experiments and covers all energy scales?
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SUMMARY
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Evolution of Jet Representation

... leads to significant performance gains.

Attention Isn’t All You Need

... more physics = fast learning & better generalization.
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