
1. Surrogate Modeling for  
Fast Simulation
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Surrogate Models with Generative AI
• Simulations are key to science! They are where theory meets experiment, 

often essential to measurements of all kinds


• But they are often very slow — enter generative AI!
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Surrogate Models for Calorimeter Simulation

3

Simulating calorimeter showers 
with GEANT4 is the most 
expensive part of  the LHC 

compute budget



CaloGAN and CaloFlow
Early work showed that generative models such as 
GANs and normalizing flows could be fast and 
high fidelity surrogate models for GEANT4 showers

4
~  faster than GEANT4!104 ×
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Figure 12. Comparison of shower generation times, using the fastest CaloGAN numbers for com-
parison.

6 Conclusions

In this work, we have presented CaloFlow v2, a faster-sampling normalizing flow for

Geant4 calorimeter shower emulation that matches the speed of CaloGAN yet retains the

superior fidelity of CaloFlow v1 [17]. To achieve this impressive performance, CaloFlow

v2 is based on the fast-sampling IAF architecture, whereas CaloFlow v1 was based on the

alternative MAF architecture. We overcame fundamental obstacles in training IAFs for high

dimensional datasets using the novel technique of Probability Density Distillation to fit the

“student” IAF to the “teacher” MAF instead of directly to the Geant4 data. We also im-

proved and innovated beyond the existing ML literature for Probability Density Distillation,

inventing several new loss terms that greatly improve the matching of the IAF to the MAF.

We expect there could be many applications of this “fully-guided” teacher-student training

to other domains in fundamental physics and beyond.

Through [17] and the present work, we have demonstrated that normalizing flows are an

extremely promising method for fast and accurate generative modeling of high dimensional

datasets. With regards to calorimeter emulation, many interesting future directions remain,

including generalizing this work to even higher dimensional calorimeters (e.g. ILD [14, 15] and

CMS HGCAL [11, 35]), generalizing beyond perpendicular and central incident particles [6, 9–

13, 16], and including simulations of both ECAL and HCAL showers.

– 22 –

Krause & DS, 2106.05285, 2110.11377

Paganini, de Oliveira & Nachman 1705.02355, 1712.10321

https://arxiv.org/abs/2106.05285
https://arxiv.org/abs/2110.11377
https://arxiv.org/abs/1705.02355
https://arxiv.org/abs/1712.10321
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CaloChallenge

6

• 31 submissions  
(GANs, VAEs, flows, diffusion, …)

[https://arxiv.org/abs/2410.21611]

• Public data challenge 2022-2024 
(organizers: Krause, Faucci Giannelli, Kasieczka, Nachman, 
Salamani, DS, Zaborowska)


• 3 GEANT4 training datasets of increasing  
dimensionality


• 70+ participants

https://calochallenge.github.io/homepage/
https://arxiv.org/abs/2410.21611


2. Measuring the  
Phase Space Density of Stars

7

(Density estimation)

Sung Hak Lim Eric PutneyMatt Buckley

In collaboration with:



Gaia space telescope

• Angular positions, proper motions, color & magnitude of over 1 billion stars 
in our Galaxy


• Full 6d kinematics (distances and radial velocities) for a smaller subset of 
nearby stars (~30M within ~4 kpc)

8

• Lifetime: 2013-2025


• Currently on 3rd Data 
Release (DR3)



Stellar Phase Space Density from Gaia DR3
• The phase space density of stars is a key observable for Galactic dynamics


• Can be learned well with a normalizing flow!

9

DS+ Lim et al 2305.13358

DS+ Lim et al 2305.13358



A PINN for Dark Matter
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Solve eq. Collisionless Boltzmann Equation  
for gravitational potential parametrized with NN

Derivatives of  potential give 
acceleration field and mass density

a⃗(x) = − ∇Φ(x)

4πGρ(x) = ∇2Φ(x)

Unbinned, symmetry-free, data-
driven, fully 3d measurement 
with ~ 4 kpc of  Solar location!



Results: Potential

11

Solid: our  
Dashed: MWPotential2014 

Φ(x)
Φ(x)

• Generally good qualitative agreement with gala’s MWPotential2014! 
• Expected symmetries (azimuthal, north/south, …) recovered

DS+ Putney et al 2512.09989



Results: accelerations 

Also excellent overall agreement  
with recent measurements of LOS 
Galactic accelerations using 
binary pulsars.


4 out of 24 pulsars show >2σ  
discrepancies with both 
measurements — could be evidence 
for localized disequilibrium in the 
Milky Way. 

12

DS+ Putney et al 2512.09989

Our error bars include: 
• finite training statistics  
• training variance

• Gaia measurement 
errors



Results: mass density

13

mass density vs arc height off  disk, azimuthally averaged

Disk Halo →← Halo

ρDM(r⊙) = 0.32 ± 0.03 GeV/cm3

Figure 1: Summary of recent ⇢DM,� estimates. The marker type indicates the main observa-
tion of the analyses: triangles for local observations, squares for circular velocities, a diamond
for disc stars in an extended local region, and circles for halo stars. From top to bottom:
the brown triangles correspond to the local studies presented in section 4.1.1; the dark blue
squares to the circular velocity analyses from section 4.2; the red triangles to the Galactic
mass models based on local observations, discussed in section 4.3.1; the pink diamond to the
Jeans anisotropic modelling of disc stars presented in section 4.3.2; the cyan squares to the
circular-velocity-based Galactic mass models included in section 4.3.3; and the green circles
to the analyses of halo stars from section 4.3.4. We do not include the very local analyses
from section 4.1.2 because of their large error bars.

estimates of vc(R) within R ⇠ 5–25 kpc are currently available [47]. However, without a corre-
spondingly precise knowledge of how baryons are distributed, it is not possible to disentangle
the contribution to vc(R) from baryons and dark matter. Therefore, the uncertainty of the
resulting ⇢DM,� is dominated by the uncertainties in the baryonic distribution (e.g., [82]).

The results of recent global mass models (section 4.3) are also included in figure 1. Some
studies focused on fitting the distribution function of disc stars—section 4.3.1 and estimates
in figure 1 shown in red with triangular markers—complementing their analyses with other

– 22 –

From 2012.11477

Our analysis

DS+ Putney et al 2512.09989

https://arxiv.org/abs/2012.11477


Results: constraints on models

14

prefer small scale radius 
and highly cored profile

strongest constraints to 
date on thin dark disk

ρ =
ρ0

χβ(1 + χ)3−β

χ = r/rs

DS+ Putney et al 2512.09989

dark disk



3. Anomaly Detection

15

(Generation and density estimation)



Types of Anomalies: Outliers vs Overdensities
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Types of Anomalies: Outliers vs Overdensities

16

Outliers Overdensities

How to select these events?  
Especially in higher dimensions?

“Easy” “Hard”



Overdensity anomaly score
One strategy: learn the overdensity anomaly score from data. 
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Overdensity anomaly score
One strategy: learn the overdensity anomaly score from data. 

17

R(x) =
pdata(x)
pbg(x)

events with  
estimated R(x) > 1.2

Can use  
density estimation  

or  
classifiers

But where does the background come from?



Consider the humble dijet resonance search
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Consider the humble dijet resonance search

18

Resonant AD: A Sandbox for Overdensity Anomalies

• The “bump hunt”: look for a 
bump over smooth background

• Sliding window search

• Data-driven background 
estimation from sidebands
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S/ B ∼ 1
NP hidden

Resonant AD: A Sandbox for Overdensity Anomalies
There could be new physics 
hiding in dijet resonances
Z′￼ → XY
X → jets , Y → jets

• Boosted hadronically decaying particles


• Extra dimensions


• non-minimal RPV SUSY


• Dark showers


• …
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7

FIG. 6. Background rejection (left) and significance improvement (right) of the various anomaly classifiers as a function of
the signal e�ciency. The solid lines are deduced from a median value of 10 fully independent trainings on the same training,
validation and evaluation set. The uncertainty bands quantify the variance from retraining the NNs on the same, fixed dataset
and are defined such that they contain 68% of the runs around the median.

FIG. 7. Left: Median maximum significance improvement of each method with 10 di↵erent signal injections (leading to a
di↵erent split of training, validation and evaluation sets in each run) at each decreasing value of signal/background ratios.
Here, the 68% hatched uncertainty bands quantify the variance (around the median) from both retrainings of the NN and

random realizations of the training and validation data, including di↵erent realizations of the 1,000 injected signal events.
Right: Achieved maximum significance, which is computed by multiplying the uncut significance by the maximum significance
improvement. Both plots feature the significance without any cut applied in the upper horizontal axis. The dotted lines on the
right hand side denote 3 and 5 sigma significance values.

and the simulation-dependent methods. The fact
that Cathode is only marginally worse than the
idealized anomaly detector (in fact, they are over-
lapping within their respective error bands al-
most everywhere) is truly striking. The idealized
anomaly detector is meant to provide an upper
bound on the performance of any data vs. back-
ground anomaly detection method. The fact that
the Cathode method is nearly saturating it in-
dicates that Cathode is achieving close to opti-
mal performance on the LHCO R&D dataset. Evi-

dently, the background in the SR is being extremely
well modeled by the interpolated conditional den-
sity estimator.

• Finally, we see from Fig. 6 that while Cathode and
the idealized anomaly detector are outperformed
by the supervised classifier at higher signal e�cien-
cies, at lower signal e�ciencies their performances
are all increasingly comparable. The behavior at
high signal e�ciency may be explained by the fact
that there is simply too much background to find
the signal; meanwhile, at low signal e�ciency, the

New methods can achieve impressive performance gains over the inclusive bump hunt.

DS+ Hallin et al 2109.00546
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https://arxiv.org/abs/2109.00546
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New physics could be hiding in the data right now!
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Resonant AD with Overdensity Score @ LHC 

Overdensity-based methods are now becoming analyses at the LHC!

21

CATHODE

CMS dijet anomaly search 

2412.03747

CWoLa Hunting 

ATLAS dijet anomaly search 


2005.02983
CURTAINS


ATLAS dijet anomaly search

2502.09770

https://arxiv.org/abs/2109.00546
https://arxiv.org/abs/1805.02664
https://arxiv.org/abs/2203.09470


22Incorporating signal priors

DS+ Finke et al (2023)

DS+ Buhmann et al (2023)

Das, Kasieczka & DS (2023)

Mikuni & Nachman (2024)

Improved and more robust 
performance with BDTs and 

more features

Full phase space

Pretraining with 
foundation models

Residual ANODE: directly fitting for unknown signal component

Cheng et al (2024)

DS+ Cheng et al (2025)

“Generator based inference”

Many more improvements on the way

https://arxiv.org/abs/2309.13111
https://arxiv.org/abs/2310.06897
https://arxiv.org/abs/2312.11629
https://arxiv.org/abs/2404.16091
https://arxiv.org/abs/2405.08889
https://arxiv.org/abs/2506.00119
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A lot of new ideas for model-agnostic searches!

https://arxiv.org/abs/2101.08320
https://arxiv.org/abs/2105.14027


From LHC to Astro: Search for Stellar Streams
The same resonant AD techniques can be used to search for stellar streams 
in astro data

24

Streams are 
potentially unique 

astrophysical 
probes of  dark 

matter

dynamical evidence of a dark halo substructure 3

Figure 1. (Top) Likely members of the GD-1 stellar stream, cleanly selected using Gaia proper motions and PanSTARRS
photometry, reveal two significant gaps located at �1 ⇡ �20� and �1 ⇡ �40�, and dubbed G-20 and G-40, respectively. There
is a long, thin spur extending for ⇡ 10� from the G-40 gap. (Bottom) An idealized model of GD-1, whose progenitor disrupted
at �1 ⇡ �20� to produce the G-20 gap, and which has been perturbed by a compact, massive object to produce the G-40 gap.
The orbital structure of stars closest to the passing perturber is distorted into a loop of stars that after 0.5Gyr appears as an
underdensity coinciding with the observed gap, and extends out of the stream similar to the observed spur.

To highlight the complex structure of the GD-1
stream, we present the distribution of likely stream
members at the top of Figure 1. As a first step in find-
ing likely members, we followed Price-Whelan & Bonaca
(2018) in selecting stars consistent with an old and
metal-poor population at a distance of 8 kpc, and mov-
ing retrograde with respect to the Galactic disk, with
proper motions in the GD-1 reference frame (µ�1 , µ�2) ⇡
(�7, 0) mas yr�1. The spatial distribution of these stars
in the �2 direction (i.e. perpendicular to the stream) is
modeled as a combination of a constant background, a
stream component at the location of the main stream
track, and one additional Gaussian component on ei-
ther side of the main stream to capture stream features
beyond the main track. We solved for the normaliza-
tion, position and width of every component by explor-
ing the parameter space with an ensemble MCMC sam-
pler (Foreman-Mackey et al. 2013). We used 256 walkers
that ran for a total of 1280 steps, and kept the final 256
steps to generate posterior samples in these parameters.
The above procedure is a full-stream generalization of
the calculation in (Price-Whelan & Bonaca 2018) that
quantified the fraction of stars in the additional compo-
nents at the locations of the spur and the blob. Finally,
we define a stream membership probability, pmem, as
the joint probability of a star belonging either to the
main stream or the additional feature, evaluate these
probabilities using MCMC samples and apply them to
every star. The upper panel of Figure 1 shows stars with

pmem > 0.5, with larger and darker points representing
stars with a higher membership probability.
Most likely GD-1 members trace a thin stream, whose

width varies between � ⇡ 100 and 300. As noted by
Price-Whelan & Bonaca (2018), the stellar density along
the stream is not uniform, and there are two signifi-
cant underdensities, or gaps, located at �1 ⇡ �40� and
�1 ⇡ �20�, which we refer to as G-40 and G-20, respec-
tively. The main focus of this work are structures related
to the G-40 gap, so if not specified, the gap refers to G-
40. The additional, feature components are above the
background density in the spur region, �1 ⇡ �35�, and
the blob region, �1 ⇡ �15�, and consistent with zero
along the rest of the stream. In the following section we
present a model of GD-1 that simultaneously explains
the gap in the stream and the spur extending from the
stream.

3. MODELING THE PERTURBED GD-1 STREAM

3.1. Setup and the fiducial model

Unlike the observed GD-1, a globular cluster disrupt-
ing on the GD-1 orbit in a simple — analytic and smooth
— galaxy creates a stream that is also smooth (Price-
Whelan & Bonaca 2018). This model follows stars as
they leave the progenitor, and accounts for their epicylic
motion relative to the progenitor’s orbit (Küpper et al.
2008, 2010; Fardal et al. 2015). The resulting pattern
of over- and underdensities is much more uniform than
the observed stream, so the full extent of density varia-

Bonaca et al 2019

[Hallin, DS, Krause, Buckley 2509.08064]

Via Machinae 3.0: Search for Stellar Streams 
in Gaia DR2 with ANODE and CATHODE



Spinoff: discovering new ultra-faint dwarf galaxies

• Helped astronomers to discover 3 new ultra-faint “field” dwarf galaxies


• First as overdensities of star counts in DESI Legacy Survey data


• Then confirmed with dedicated Hubble time
25

[DS+ McQuinn et al (2023a), (2023b)]

https://arxiv.org/abs/2301.04157
https://arxiv.org/abs/2307.08738


Backup
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2012 
Start of the “Deep Learning Revolution”

4000+ papers and counting!
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Example: Normalizing Flows

z ∼ pbase(z) = 𝒩(0,1)d x = f(z; θ)z x x ∼ pθ(x)

Generation

Density estimation
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Example: Normalizing Flows

• Family of invertible maps  parametrized by neural networksf(z; θ)

• Base density and data density related by Jacobian
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Example: Normalizing Flows

• Family of invertible maps  parametrized by neural networksf(z; θ)

• Base density and data density related by Jacobian

• Train with maximum likelihood objective 

• Compose multiple maps for greater expressivity

L = − ∑
xi∈data

log pθ(xi)

z ∼ pbase(z)
= 𝒩(0,1)d …z1 = f1(z) z2 = f2(z1)z1 z2 zn x = fn+1(zn)z x x ∼ p(x)

Generation

Density estimation

28

pθ(x) = pbase(z = fθ(x))
∂z
∂x

Powerful class of 
generative models that are 

also density estimators



Example: Normalizing Flows
source: Eric Jang 

29

https://blog.evjang.com/2019/07/nf-jax.html
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Gaia data

• ~35M stars in DR3 with 6d kinematics, located within ~4 kpc 

• Want a complete and unbiased subset 

• Gaia is complete up to observed magnitude  

• However, more distant stars are dimmer  

• For an unbiased subset, require all stars to be bright enough 
to have been observable anywhere within 4 kpc volume

Gobs < 14

30



Gaia data

• This results in 6M stars 

• Includes Red Clump stars (65%) — old, bright red giants believed to 
be in equilibrium, widely used already in Jeans analysis

31



Back to the CBE

32

⃗v ⋅
∂f
∂ ⃗x

+ a⃗(x) ⋅
∂f
∂ ⃗v

= 0

• Just one scalar equation for three acceleration components. 
Underdetermined system? 

• But acceleration only depends on position! So actually many equations 
(one for each velocity) at the same position.  
Highly overdetermined system! 

• Many ways to solve. Our approach: minimize MSE weighted by phase 
space density

∑
⃗v∼f( ⃗v| ⃗x)

⃗v ⋅
∂f
∂ ⃗x

+ a⃗(x) ⋅
∂f
∂ ⃗v

2



Problem: interstellar dust

• But wait! What are all those blotches in the number density? 

• Interstellar dust! 

• Blocks many lines of  sight 

• Stars are reddened and  
dimmed — can fall out of   
the Gaia dataset 

• Affects the completeness of  the dataset, biases the phase space density

33



New version: 

• New idea: can simultaneously determine Galactic potential and “dust 
efficiency” function 

• Key point: dust efficiency doesn’t depend on star’s velocity, 
just its position! 

• Dust-corrected PSD should satisfy equilibrium CBE

34

fobs(x, v) = ϵ(x) fcorr(x, v)

⃗v ⋅
∂fcorr

∂ ⃗x
+ a⃗(x) ⋅

∂fcorr

∂ ⃗v
= 0
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fobs(x, v) = ϵ(x) fcorr(x, v)

⃗v ⋅
∂fcorr

∂ ⃗x
+ a⃗(x) ⋅

∂fcorr

∂ ⃗v
= 0 ⃗v ⋅

∂ log fobs

∂ ⃗x
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• Different velocity dependence — still overdetermined system! 

• Can simultaneously determine  and Φ(x) ϵ(x)

35

New version: 

⃗v ⋅
∂ log fobs

∂ ⃗x
− ⃗v ⋅ ∇log ϵ − ∇Φ ⋅

∂ log fobs

∂ ⃗v
= 0



• Different velocity dependence — still overdetermined system! 

• Can simultaneously determine  and Φ(x) ϵ(x)
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New version: 

L(θ, φ) = ∑
(x,v)∼f(x,v)

⃗v ⋅
∂ log fobs

∂ ⃗x
− ⃗v ⋅ ∇log ϵθ(x) − ∇Φφ(x) ⋅

∂ log fobs

∂ ⃗v

2

⃗v ⋅
∂ log fobs

∂ ⃗x
− ⃗v ⋅ ∇log ϵ − ∇Φ ⋅

∂ log fobs

∂ ⃗v
= 0



• Parametrize both  and  with NNs (simple MLPs) 

• Advantages 

• Much more computationally efficient compared to previous pointwise approach 

• More physical — guarantees curl-free accelerations

ϵ(x) Φ(x)

36

New version: 

L(θ, φ) = ∑
(x,v)∼f(x,v)

⃗v ⋅
∂ log fobs

∂ ⃗x
− ⃗v ⋅ ∇log ϵθ(x) − ∇Φφ(x) ⋅

∂ log fobs

∂ ⃗v

2



Results: Dust-Corrected PSD

37

Observed data is biased by dust

Gaia DR3

~2.5-3.5 kpc
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MAF model of  nobs

3.5 kpc

Learned PSD is biased by dust

Results: Dust-Corrected PSD



39

MAF model of  nobs

3.5 kpc

Results: Dust-Corrected PSD

Estimate  from CBEϵ(x)

Estimated ϵ(x)

3.5 kpc
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3.5 kpc

Results: Dust-Corrected PSD

Corrected density 
ncorr(x) = nobs(x)/ϵ(x)

3.5 kpc

MAF model of  nobs

ncorr

Estimated ϵ(x)

3.5 kpc
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MAF model of  fobs

3.5 kpc

Results: Dust-Corrected PSD
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Results: Dust-Corrected PSD
MAF model of  nobs

ncorr
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Validating dust efficiency map

• How do we know that  is really correct?ϵ(x)

48

• Astronomers have constructed extremely 
detailed and precise 3d dust maps using 
Gaia and other data

(Lallement et al 2022, L22)

• However, these quantify how much an observed star is 
dimmed and reddened by dust.

• They cannot by themselves tell us about stars that are lost 
due to dust

https://arxiv.org/abs/2203.01627


• From L22 dust map we can construct an alternative efficiency map as 
follows:  
• Within ~2.5 kpc, Gaia is expected to be complete even accounting for dust extinction 

• Using L22 dust-corrected magnitudes, re-apply 4 kpc magnitude cut 

• Train flow on surviving stars to learn  

• Compute 

nL22(x)

ϵL22(x) = nL22(x)/nobs(x)

49

Validating dust efficiency map
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Validating dust efficiency map
ϵ(x)

ϵL22(x)ϵ(x)
ϵL22(x)
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3.5 kpc

Validating dust efficiency map

(Mostly) reproduce known dust clouds! 



Uncertainty quantification

52

Quantified uncertainties:

• finite training statistics  

• training variance 

• Gaia measurement errors



Results: accelerations

Can now access accelerations in the disk!

53

← Galactic center (dust clouds thicken)

Galactic center

Galactic anti-center

Halo

Halo

DiskDisk
PRELIMINARY

DS+ Putney et al 2511.xxxxx



Results: accelerations

54

• Generally good qualitative agreement with gala’s MWPotential2014!

DS+ Putney et al 2512.09989



Two ingredients for a complete model-agnostic search
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Two ingredients for a complete model-agnostic search

1. Anomaly score (signal sensitivity) — Outlier, Overdensity, …

2. Background estimation

55

“Resonant AD”

“Non-resonant AD”
Many proofs-of-concept 

developed for both Resonant 
and Non-resonant AD.


So far, actual LHC analyses 
predominantly with Resonant AD.

From 2112.03769



Estimating the Overdensity Anomaly Score in Resonant AD

• Many proposals: CWoLa, ANODE, SALAD, CATHODE, CURTAINS, FETA,  
R-ANODE, …


• General idea: 
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x
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= pbg(x|m 2 SB)

FIG. 1. Schematic view of the bump hunt. The signal (blue)
is localized in the signal region (SR). The background (red)
is estimated from a sideband region (SB).

optimal test statistic for a data-versus-background hy-
pothesis test [75].

Multiple strategies have been proposed for this task.
One approach is based on the Classification Without La-
bels (CWoLa) protocol [25, 26, 76] in which one trains a
classifier to distinguish the SR and SB data. One of the
biggest challenges with the CWoLa Hunting approach is
its high sensitivity to correlations between the features
x and m. Multiple variations of CWoLa Hunting have
been proposed to circumvent the correlation challenge,
such as Simulation Assisted Likelihood-free Anomaly De-
tection (Salad) [38] and Simulation-Assisted Decorrela-
tion for Resonant Anomaly Detection (SA-CWoLa) [52].

An alternative approach is to learn the two likeli-
hoods directly and then take the ratio. This is the core
idea behind Anomaly Detection with Density Estima-
tion (Anode) [39]. The SB is used to estimate pbg(x|m)
for the background (assuming little signal contamination
outside the SR). This likelihood is then interpolated into
the SR. Combined with an estimate of pdata(x|m) trained
in the SR, one can construct an estimate of the likelihood
ratio. The SB interpolation makes Anode robust to cor-
relations between x and m, although density estimation
is inherently more challenging than classification.

In this paper, we propose a new method which com-
bines the best of CWoLa Hunting and Anode. With
Classifying Anomalies THrough Outer Density Estima-
tion (Cathode), we train a density estimator to learn
the (usually smooth) background distribution in the SB
which we refer to as the “outer” region. Then we interpo-
late it into the SR, but rather than directly constructing
the likelihood ratio as in Anode (which would require
us to also separately learn pdata(x|m) in the SR), we in-
stead generate sample events from the trained, interpo-
lated background density estimator. These sample events

should follow pbg(x|m) in the SR. Finally, we train a clas-
sifier (as in CWoLa Hunting) to distinguish pdata(x|m)
from pbg(x|m) in the SR.

Using the R&D dataset [77] from the LHC Olympics
(LHCO) [59], we will show that Cathode achieves a level
of performance (as measured by the significance improve-
ment characteristic) that greatly surpasses both CWoLa
Hunting and Anode, across a wide range of signal cross
sections. Cathode easily outperforms Anode because it
does not have to directly learn pdata in the SR, and in par-
ticular does not have to learn the sharp increase in pdata
where the signal is localized in all of the features. Mean-
while, it outperforms CWoLa Hunting because of a com-
bination of two e↵ects: one is that in Cathode, we can
oversample the outer density estimator, leading to more
background events than CWoLa Hunting has access to
(CWoLa Hunting is limited to the actual data events in
the sideband region), and yielding a more powerful clas-
sifier. Secondly, the features are slightly correlated with
m in the LHCO R&D dataset, and this slightly degrades
the performance of CWoLa Hunting, while Cathode is
robust.

We also compare Cathode to a fully supervised classi-
fier (i.e. trained on labeled signal and background events)
and an “idealized anomaly detector” (trained on data
vs. perfectly simulated background). The latter places
an upper bound on the performance of any data-vs-
background anomaly detection technique, and we show
how Cathode essentially saturates its performance.
This means that for the first time, a fully-simulation-
independent anomaly detection method has been demon-
strated to achieve the theoretical upper bound in sensi-
tivity to new physics. The Cathode method is basically
the best that it could possibly be.

Finally, as in [39], we study the case where x and m
are correlated, by adding artificial linear correlations to
two of the features in x. Again we show that Cathode
(like Anode, and unlike CWoLa Hunting) is largely ro-
bust against such correlations, and continues to match
the performance of the idealized anomaly detector.

In this work, we will concern ourselves solely with sig-
nal sensitivity, and reserve the problem of background
estimation for future study. As long as the Cathode
classifier does not sculpt features into the invariant mass
spectrum, it should be straightforward to combine it with
a bump hunt in m.

This paper is organized as follows: Section II briefly in-
troduces the LHCO dataset and our treatment of it, and
Section III describes the steps of the Cathode approach
in detail. Results are given in Section IV and we con-
clude with Section V. In Appendix A, we provide details
of the other approaches (CWoLa Hunting, Anode, ide-
alized anomaly detector and fully supervised classifier)
considered in this paper. A further study of correlated
features is given in Appendix B.

• use ML method such as 
normalizing flow to learn multi-
dimensional background in SB,


• interpolate into SR,


• compare with data in SR.

https://arxiv.org/abs/1805.02664
https://arxiv.org/abs/2001.04990
https://arxiv.org/abs/2001.05001
https://arxiv.org/abs/2109.00546
https://arxiv.org/abs/2203.09470
https://arxiv.org/abs/2212.11285
https://arxiv.org/abs/2312.11629
mailto:no_reply@apple.com


Example: Classifying Anomalies THrough Outer 
Density Estimation (CATHODE) 
DS+ Hallin et al (2022)
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Multiple strategies have been proposed for this task.
One approach is based on the Classification Without La-
bels (CWoLa) protocol [25, 26, 76] in which one trains a
classifier to distinguish the SR and SB data. One of the
biggest challenges with the CWoLa Hunting approach is
its high sensitivity to correlations between the features
x and m. Multiple variations of CWoLa Hunting have
been proposed to circumvent the correlation challenge,
such as Simulation Assisted Likelihood-free Anomaly De-
tection (Salad) [38] and Simulation-Assisted Decorrela-
tion for Resonant Anomaly Detection (SA-CWoLa) [52].

An alternative approach is to learn the two likeli-
hoods directly and then take the ratio. This is the core
idea behind Anomaly Detection with Density Estima-
tion (Anode) [39]. The SB is used to estimate pbg(x|m)
for the background (assuming little signal contamination
outside the SR). This likelihood is then interpolated into
the SR. Combined with an estimate of pdata(x|m) trained
in the SR, one can construct an estimate of the likelihood
ratio. The SB interpolation makes Anode robust to cor-
relations between x and m, although density estimation
is inherently more challenging than classification.

In this paper, we propose a new method which com-
bines the best of CWoLa Hunting and Anode. With
Classifying Anomalies THrough Outer Density Estima-
tion (Cathode), we train a density estimator to learn
the (usually smooth) background distribution in the SB
which we refer to as the “outer” region. Then we interpo-
late it into the SR, but rather than directly constructing
the likelihood ratio as in Anode (which would require
us to also separately learn pdata(x|m) in the SR), we in-
stead generate sample events from the trained, interpo-
lated background density estimator. These sample events

should follow pbg(x|m) in the SR. Finally, we train a clas-
sifier (as in CWoLa Hunting) to distinguish pdata(x|m)
from pbg(x|m) in the SR.

Using the R&D dataset [77] from the LHC Olympics
(LHCO) [59], we will show that Cathode achieves a level
of performance (as measured by the significance improve-
ment characteristic) that greatly surpasses both CWoLa
Hunting and Anode, across a wide range of signal cross
sections. Cathode easily outperforms Anode because it
does not have to directly learn pdata in the SR, and in par-
ticular does not have to learn the sharp increase in pdata
where the signal is localized in all of the features. Mean-
while, it outperforms CWoLa Hunting because of a com-
bination of two e↵ects: one is that in Cathode, we can
oversample the outer density estimator, leading to more
background events than CWoLa Hunting has access to
(CWoLa Hunting is limited to the actual data events in
the sideband region), and yielding a more powerful clas-
sifier. Secondly, the features are slightly correlated with
m in the LHCO R&D dataset, and this slightly degrades
the performance of CWoLa Hunting, while Cathode is
robust.

We also compare Cathode to a fully supervised classi-
fier (i.e. trained on labeled signal and background events)
and an “idealized anomaly detector” (trained on data
vs. perfectly simulated background). The latter places
an upper bound on the performance of any data-vs-
background anomaly detection technique, and we show
how Cathode essentially saturates its performance.
This means that for the first time, a fully-simulation-
independent anomaly detection method has been demon-
strated to achieve the theoretical upper bound in sensi-
tivity to new physics. The Cathode method is basically
the best that it could possibly be.

Finally, as in [39], we study the case where x and m
are correlated, by adding artificial linear correlations to
two of the features in x. Again we show that Cathode
(like Anode, and unlike CWoLa Hunting) is largely ro-
bust against such correlations, and continues to match
the performance of the idealized anomaly detector.

In this work, we will concern ourselves solely with sig-
nal sensitivity, and reserve the problem of background
estimation for future study. As long as the Cathode
classifier does not sculpt features into the invariant mass
spectrum, it should be straightforward to combine it with
a bump hunt in m.

This paper is organized as follows: Section II briefly in-
troduces the LHCO dataset and our treatment of it, and
Section III describes the steps of the Cathode approach
in detail. Results are given in Section IV and we con-
clude with Section V. In Appendix A, we provide details
of the other approaches (CWoLa Hunting, Anode, ide-
alized anomaly detector and fully supervised classifier)
considered in this paper. A further study of correlated
features is given in Appendix B.

1. Fit normalizing flow to 
sidebands to learn 
pbg(x |m ∈ SB)

4. Train classifier on data vs 
samples to learn R(x)

3. Sample background events in 
the SR from interpolated flow

pbg(x |m ∈ SB) → pbg(x |m ∈ SR)

2. Interpolate

https://arxiv.org/abs/2109.00546


Outlier detection

• If our data looks like this, then outliers are easy 
to find


• Lots of conventional clustering techniques (k-
means, kNN, DBSCAN, …)


• But what if 


• data is higher dimensional?


• ideal clustering features are not obvious?
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Figure 1: The schematic diagram of an autoencoder. The input is mapped into a low(er) dimensional
representation, in this case 6-dim, and then decoded.

threshold.

For concreteness, we will focus in this work on distinguishing “fat” QCD jets from

other types of heavier, boosted resonances decaying to jets. Building on previous work

on top tagging [12], we will concentrate on machine learning algorithms that take jet

images as inputs. For signal, we will consider all-hadronic top jets, as well as 400 GeV

gluinos decaying to 3 jets via RPV. Obviously, this is not meant to be an exhaustive

study of all possible backgrounds and signals and methods but is just meant to be a

proof of concept. The idea of autoencoders for anomaly detection is fully general and not

limited to these signals. We will comment on other forms of inputs in section 5. Moreover

there are many other anomaly detection techniques that are not based on autoencoder

and/or on reconstruction (loss) which are worth exploring in future work. At the same

time autoencoders have been recently used in other high energy physics applications:

in parton shower simulation [28], for feature selection of a supervised classification [30],

and for automated detection of detector aberrations in CMS [31].

We will explore various architectures for the autoencoder, from simple dense neural

networks to convolutional neural networks (CNNs), as well as a shallow linear represen-

tation in the form of Principal Component Analysis (PCA). We will see that while they

are all e↵ective at improving S/B by factors of ⇠ 10 or more, they have important dif-

ferences. The reconstruction errors of the dense and PCA autoencoders correlate more

highly with jet mass, leading to greater S/B improvement for the 400 GeV gluinos com-

pared to the CNN autoencoder. While this may seem better at first glance, we discuss

how one might want to use an autoencoder that is decorrelated with jet mass, in order

to obtain data-driven side-band estimates of the QCD background and perform a bump

hunt in jet mass. Indeed, we show how cutting on the reconstruction error of the CNN

autoencoder results in stable jet mass distributions, and we show how this can be used

to improve S/B by a factor of ⇠ 6 in a jet mass bump hunt for the 400 GeV gluino

2
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Figure 1: The schematic diagram of an autoencoder. The input is mapped into a low(er) dimensional
representation, in this case 6-dim, and then decoded.
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Figure 2: Distribution of reconstruction error computed with a CNN autoencoder on test samples of
QCD background (gray) and two signals: tops (blue) and 400GeV gluinos (orange).

We see that the autoencoder works as advertised: it learns to reconstruct the QCD

background that it has been trained on (to be precise, we train on 100k QCD jets and

then we evaluate the autoencoder on a separate sample of QCD jets), and it fails to

reconstruct the signals that it has never seen before. This is further illustrated in Fig. 3,

which shows the average QCD, top and gluino jet image before and after autoencoder

reconstruction. We see by eye that the QCD images are reconstructed well on average,

while the others contain more errors.

By sliding the reconstruction loss threshold L > LS around, we can turn the his-

tograms in Fig. 2 into ROC curves. The ROC curves for the di↵erent autoencoder

architectures are shown in Fig. 4 for the top and gluino signals. For comparison we have

also included the ROC curve obtained by cutting on jet mass as an anomaly threshold.

While the three architectures have comparable performances it is clear there are some

important di↵erences. For tops, the CNN outperforms the others, while for gluinos the

situation is largely reversed. Surprisingly, for gluinos, the CNN is even outperformed

by the humble PCA autoencoder at all but the lowest signal e�ciencies! We will ex-

plore this in more detail in section 4.2, but a clue as to what’s going on is shown in

the comparison of the PCA ROC curve with the jet mass ROC curve. For gluinos,

they track each other extremely closely, suggesting that the PCA reconstruction error is

highly correlated with jet mass. We will confirm this in section 4.2. Evidently, the PCA

autoencoder (and to a lesser extent the dense autoencoder) has learned to reconstruct

7

Autoencoder learns to reconstruct normal events 
well, but (hopefully) not outliers.


Can use reconstruction error as an anomaly score

Farina, Nakai & DS 1808.08992

Reconstruction error loss



ATLAS search for 
semivisible jets


2505.01634

AE-enhanced bump hunts @ LHC
Outlier detection + bump hunting with autoencoders are off to a good start at 
the LHC!
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2307.01612

CMS dijet resonance 
anomaly search


2412.03747

ATLAS search for Y->XH

2306.03637

ATLAS search for anomalous jet+X 
2307.01612



Residual ANODE 
[Das, Kasieczka & DS (2023)]

Can do even better by freezing background density and only fitting a 
small “residual” density estimator to learn the signal in data 

1. Fit  to background 

2. Freeze  and fit  
 to data

pbg(x)

pbg(x)
(1−w) pbg(x) + w psig(x)

R-ANODE can saturate 
optimal performance!
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https://arxiv.org/abs/2312.11629


Performance on LHCO

Das, Kasieczka & DS (2023) Das, Kasieczka & DS (2023)

R-ANODE exceeds classifier-based approaches 
Closes/narrows the gap with fully supervised
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Interpretability with R-ANODE

In R-ANODE, fitting  to the data in 
the signal region directly gives an empirical 
model for the signal. Can visualize this! 

Can also directly infer the signal strength!

psig(x)

 pdata(x) = (1 − w)pbg(x) + wpsig(x)
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Is this the best one can do?

• For a given signal, the optimal classifier 
is: 
 
the signal-to-background likelihood  
ratio (Neyman Pearson lemma):

Roptimal(x) =
psig(x)
pbg(x)
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Is this the best one can do?

• For a given signal, the optimal classifier 
is: 
 
the signal-to-background likelihood  
ratio (Neyman Pearson lemma):

Roptimal(x) =
psig(x)
pbg(x)

Big performance 
gap!
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Is this the best one can do?

• Key realization: our data-to-background likelihood ratio 
should also be optimal!

pdata(x) = (1 − w) pbg(x) + w psig(x)

Rmodel−agnostic(x) =
pdata(x)
pbg(x)

= (1 − w) + w
psig(x)
pbg(x)

= const + w Roptimal(x)

optimal AND 
model-agnostic 
anomaly score  
for any signal!
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Status of Nonresonant Anomaly Detection

• Nonresonant AD is highly motivated 
from many top-down scenarios such as 
SUSY


• But it is much harder — background 
estimation usually much more nontrivial 
than a bump hunt. 


• So far only a handful of proofs-of-
concept for complete analyses


• An interesting future direction!
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Double decorrelated autoencoders
Mikuni, Nachman & DS 2111.06417

67

2

to design model independent strategies for saving anoma-
lous events.

Autoencoders can be run online because they do not re-
quire comparing data to a reference sample [28–31]. How-
ever, no autoencoder-based trigger proposal so far has
been complete in the sense introduced above. Many con-
ventional triggers are complemented by support triggers
which provide the context needed for data-driven back-
ground estimation o✏ine. Our method provides the first
complete anomaly detection strategy in a similar way to
these conventional methods. By using two decorrelated
autoencoders, we can trigger on potentially anomalous
events and then additionally save (at a reduced rate)
anti-tagged events in a way that background estimation
is possible o✏ine.

This paper is organized as follows. First, we introduce
the technique of decorrelated autoencoders in Sec. II. Nu-
merical results with the ADC2021 dataset are presented
in Sec. III. By definition, this demonstration highlights
an o✏ine application of our approach. Section IV pro-
vides a discussion about the online-compatibility of our
technique for experimental integration online. The paper
ends with conclusions and outlook in Sec. V.

II. DECORRELATED AUTOENCODERS

A vanilla autoencoder is a composition of two func-
tions, an encoder g and a decoder f . These two functions
are parameterized as neural networks and are optimized
to minimize the reconstruction loss:

L[f, g] =
X

i

(f(g(xi))� xi)
2 , (1)

where x 2 Rn, g : Rn ! Rm, and f : Rm ! Rn. In
order to encourage compression, the latent space dimen-
sion is chosen such that m < n. A popular variation on
this setup is the variational autoencoder [80, 81], whereby
the encoding and decoding are probabilistic and the la-
tent space has well-defined statistical properties. The
methods proposed here are compatible with variational
autoencoders, and while preliminary studies indicate that
the results are similar, we leave a full exploration to fu-
ture work.

Instead of training a single autoencoder as in Eq. 1,
we propose to train two (or more) statistically indepen-

dent autoencoders at the same time, in order to enable
data-driven background estimation. Following [68, 75],
we achieve the decorrelation of the autoencoders by in-
cluding in the training a regularizer term based on the
distance correlation (DisCo) measure of statistical depen-
dence. Focusing on the case of two autoencoders (f1, g1)
and (f2, g2) for simplicity, we consider the following loss

function:

L[f1, f2, g1, g2] =
X

i

R1(xi)
2 +

X

i

R2(xi)
2

+ �DisCo2[R1(X), R2(X)] , (2)

where Ri(x) = (fi(gi(x)) � x)2, � > 0 is a hyperpa-
rameter, and DisCo is the distance correlation [82–85].
DisCo is between 0 and 1 and is zero if and only if
its arguments are independent. The capital X is used
in the last term of Eq. 2 to indicate that the distance
correlation is computed at the level of a batch of ex-
amples x, which are realizations of the random variable
X. Given autoencoders trained via Eq. 2, we can de-
fine counts N7,7(~c) =

P
i I[R1(xi) 7 c1] I[R2(xi) 7 c2],

where ~c = (c1, c2) are given thresholds and I[·] is the in-
dicator function that is zero when its argument is false
and one otherwise. The signal sensitive region is N>,>(~c)
and the other three regions can be used to estimate the
background:

Npredicted
>,> (~c) =

N>,<(~c)N<,>(~c)

N<,<(~c)
. (3)

Equation 3 is known as the ABCD method and the
N>,>(~c) is exactly the background in the signal-sensitive
region if there are enough events and if the two dimen-
sions are e↵ective at rejecting the background.

III. EMPIRICAL RESULTS

The performance of the double autoencoder and decor-
relation strategy is tested on the ADC2021 dataset,
which was created for unsupervised anomaly detec-
tion [31, 86]. In the dataset, proton-proton collisions
at the LHC are simulated at center-of-mass energy of
13 TeV. Collision events are required to contain at least
one electron (e) or muon (µ) with transverse momenta
pT > 23 GeV. A set of various Standard Model processes
are generated with Pythia 8.240 generator [87, 88] with
detector response modeled by Delphes 3.3.2 [89–91] us-
ing the Phase-II CMS detector card. During the training,
2 million events are used while results are reported using
an independent validation set containing 800k SM events.
Four benchmark scenarios containing new physics pro-

cesses are used to evaluate the performance of the algo-
rithm: a leptoquark (LQ) with 80 GeV mass decaying
to a b-quark and a ⌧ lepton, a neutral scalar boson (A)
of 50 GeV mass decaying to a pair of o↵-shell Z bosons,
which in turn are forced to decay to leptons (A ! 4l),
a scalar boson h0 of 60 GeV mass decaying to a pair
of ⌧ leptons (h0 ! ⌧⌧), and a charged scalar boson h±

with 60 GeV mass, decaying to a ⌧ lepton and a neu-
trino (h± ! ⌧⌫). In the performance evaluation, each
new physics scenario is considered independently, with
total amount of events fixed to 0.1% of the total sample
size.

“DisCo Decorrelation”
Kasieczka & DS 2001.05310

Szekely et al 0803.4101 et seq
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to design model independent strategies for saving anoma-
lous events.

Autoencoders can be run online because they do not re-
quire comparing data to a reference sample [28–31]. How-
ever, no autoencoder-based trigger proposal so far has
been complete in the sense introduced above. Many con-
ventional triggers are complemented by support triggers
which provide the context needed for data-driven back-
ground estimation o✏ine. Our method provides the first
complete anomaly detection strategy in a similar way to
these conventional methods. By using two decorrelated
autoencoders, we can trigger on potentially anomalous
events and then additionally save (at a reduced rate)
anti-tagged events in a way that background estimation
is possible o✏ine.

This paper is organized as follows. First, we introduce
the technique of decorrelated autoencoders in Sec. II. Nu-
merical results with the ADC2021 dataset are presented
in Sec. III. By definition, this demonstration highlights
an o✏ine application of our approach. Section IV pro-
vides a discussion about the online-compatibility of our
technique for experimental integration online. The paper
ends with conclusions and outlook in Sec. V.
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methods proposed here are compatible with variational
autoencoders, and while preliminary studies indicate that
the results are similar, we leave a full exploration to fu-
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Instead of training a single autoencoder as in Eq. 1,
we propose to train two (or more) statistically indepen-
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cluding in the training a regularizer term based on the
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The performance of the double autoencoder and decor-
relation strategy is tested on the ADC2021 dataset,
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pT > 23 GeV. A set of various Standard Model processes
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detector response modeled by Delphes 3.3.2 [89–91] us-
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2 million events are used while results are reported using
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to a b-quark and a ⌧ lepton, a neutral scalar boson (A)
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which in turn are forced to decay to leptons (A ! 4l),
a scalar boson h0 of 60 GeV mass decaying to a pair
of ⌧ leptons (h0 ! ⌧⌧), and a charged scalar boson h±

with 60 GeV mass, decaying to a ⌧ lepton and a neu-
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new physics scenario is considered independently, with
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to design model independent strategies for saving anoma-
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ventional triggers are complemented by support triggers
which provide the context needed for data-driven back-
ground estimation o✏ine. Our method provides the first
complete anomaly detection strategy in a similar way to
these conventional methods. By using two decorrelated
autoencoders, we can trigger on potentially anomalous
events and then additionally save (at a reduced rate)
anti-tagged events in a way that background estimation
is possible o✏ine.
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merical results with the ADC2021 dataset are presented
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an o✏ine application of our approach. Section IV pro-
vides a discussion about the online-compatibility of our
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ends with conclusions and outlook in Sec. V.
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tent space has well-defined statistical properties. The
methods proposed here are compatible with variational
autoencoders, and while preliminary studies indicate that
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N<,<(~c)
. (3)

Equation 3 is known as the ABCD method and the
N>,>(~c) is exactly the background in the signal-sensitive
region if there are enough events and if the two dimen-
sions are e↵ective at rejecting the background.

III. EMPIRICAL RESULTS

The performance of the double autoencoder and decor-
relation strategy is tested on the ADC2021 dataset,
which was created for unsupervised anomaly detec-
tion [31, 86]. In the dataset, proton-proton collisions
at the LHC are simulated at center-of-mass energy of
13 TeV. Collision events are required to contain at least
one electron (e) or muon (µ) with transverse momenta
pT > 23 GeV. A set of various Standard Model processes
are generated with Pythia 8.240 generator [87, 88] with
detector response modeled by Delphes 3.3.2 [89–91] us-
ing the Phase-II CMS detector card. During the training,
2 million events are used while results are reported using
an independent validation set containing 800k SM events.
Four benchmark scenarios containing new physics pro-

cesses are used to evaluate the performance of the algo-
rithm: a leptoquark (LQ) with 80 GeV mass decaying
to a b-quark and a ⌧ lepton, a neutral scalar boson (A)
of 50 GeV mass decaying to a pair of o↵-shell Z bosons,
which in turn are forced to decay to leptons (A ! 4l),
a scalar boson h0 of 60 GeV mass decaying to a pair
of ⌧ leptons (h0 ! ⌧⌧), and a charged scalar boson h±

with 60 GeV mass, decaying to a ⌧ lepton and a neu-
trino (h± ! ⌧⌫). In the performance evaluation, each
new physics scenario is considered independently, with
total amount of events fixed to 0.1% of the total sample
size.
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to design model independent strategies for saving anoma-
lous events.

Autoencoders can be run online because they do not re-
quire comparing data to a reference sample [28–31]. How-
ever, no autoencoder-based trigger proposal so far has
been complete in the sense introduced above. Many con-
ventional triggers are complemented by support triggers
which provide the context needed for data-driven back-
ground estimation o✏ine. Our method provides the first
complete anomaly detection strategy in a similar way to
these conventional methods. By using two decorrelated
autoencoders, we can trigger on potentially anomalous
events and then additionally save (at a reduced rate)
anti-tagged events in a way that background estimation
is possible o✏ine.

This paper is organized as follows. First, we introduce
the technique of decorrelated autoencoders in Sec. II. Nu-
merical results with the ADC2021 dataset are presented
in Sec. III. By definition, this demonstration highlights
an o✏ine application of our approach. Section IV pro-
vides a discussion about the online-compatibility of our
technique for experimental integration online. The paper
ends with conclusions and outlook in Sec. V.

II. DECORRELATED AUTOENCODERS

A vanilla autoencoder is a composition of two func-
tions, an encoder g and a decoder f . These two functions
are parameterized as neural networks and are optimized
to minimize the reconstruction loss:

L[f, g] =
X

i

(f(g(xi))� xi)
2 , (1)

where x 2 Rn, g : Rn ! Rm, and f : Rm ! Rn. In
order to encourage compression, the latent space dimen-
sion is chosen such that m < n. A popular variation on
this setup is the variational autoencoder [80, 81], whereby
the encoding and decoding are probabilistic and the la-
tent space has well-defined statistical properties. The
methods proposed here are compatible with variational
autoencoders, and while preliminary studies indicate that
the results are similar, we leave a full exploration to fu-
ture work.

Instead of training a single autoencoder as in Eq. 1,
we propose to train two (or more) statistically indepen-

dent autoencoders at the same time, in order to enable
data-driven background estimation. Following [68, 75],
we achieve the decorrelation of the autoencoders by in-
cluding in the training a regularizer term based on the
distance correlation (DisCo) measure of statistical depen-
dence. Focusing on the case of two autoencoders (f1, g1)
and (f2, g2) for simplicity, we consider the following loss

function:

L[f1, f2, g1, g2] =
X

i

R1(xi)
2 +

X

i

R2(xi)
2

+ �DisCo2[R1(X), R2(X)] , (2)

where Ri(x) = (fi(gi(x)) � x)2, � > 0 is a hyperpa-
rameter, and DisCo is the distance correlation [82–85].
DisCo is between 0 and 1 and is zero if and only if
its arguments are independent. The capital X is used
in the last term of Eq. 2 to indicate that the distance
correlation is computed at the level of a batch of ex-
amples x, which are realizations of the random variable
X. Given autoencoders trained via Eq. 2, we can de-
fine counts N7,7(~c) =

P
i I[R1(xi) 7 c1] I[R2(xi) 7 c2],

where ~c = (c1, c2) are given thresholds and I[·] is the in-
dicator function that is zero when its argument is false
and one otherwise. The signal sensitive region is N>,>(~c)
and the other three regions can be used to estimate the
background:

Npredicted
>,> (~c) =

N>,<(~c)N<,>(~c)

N<,<(~c)
. (3)

Equation 3 is known as the ABCD method and the
N>,>(~c) is exactly the background in the signal-sensitive
region if there are enough events and if the two dimen-
sions are e↵ective at rejecting the background.

III. EMPIRICAL RESULTS

The performance of the double autoencoder and decor-
relation strategy is tested on the ADC2021 dataset,
which was created for unsupervised anomaly detec-
tion [31, 86]. In the dataset, proton-proton collisions
at the LHC are simulated at center-of-mass energy of
13 TeV. Collision events are required to contain at least
one electron (e) or muon (µ) with transverse momenta
pT > 23 GeV. A set of various Standard Model processes
are generated with Pythia 8.240 generator [87, 88] with
detector response modeled by Delphes 3.3.2 [89–91] us-
ing the Phase-II CMS detector card. During the training,
2 million events are used while results are reported using
an independent validation set containing 800k SM events.
Four benchmark scenarios containing new physics pro-

cesses are used to evaluate the performance of the algo-
rithm: a leptoquark (LQ) with 80 GeV mass decaying
to a b-quark and a ⌧ lepton, a neutral scalar boson (A)
of 50 GeV mass decaying to a pair of o↵-shell Z bosons,
which in turn are forced to decay to leptons (A ! 4l),
a scalar boson h0 of 60 GeV mass decaying to a pair
of ⌧ leptons (h0 ! ⌧⌧), and a charged scalar boson h±

with 60 GeV mass, decaying to a ⌧ lepton and a neu-
trino (h± ! ⌧⌫). In the performance evaluation, each
new physics scenario is considered independently, with
total amount of events fixed to 0.1% of the total sample
size.
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to design model independent strategies for saving anoma-
lous events.

Autoencoders can be run online because they do not re-
quire comparing data to a reference sample [28–31]. How-
ever, no autoencoder-based trigger proposal so far has
been complete in the sense introduced above. Many con-
ventional triggers are complemented by support triggers
which provide the context needed for data-driven back-
ground estimation o✏ine. Our method provides the first
complete anomaly detection strategy in a similar way to
these conventional methods. By using two decorrelated
autoencoders, we can trigger on potentially anomalous
events and then additionally save (at a reduced rate)
anti-tagged events in a way that background estimation
is possible o✏ine.

This paper is organized as follows. First, we introduce
the technique of decorrelated autoencoders in Sec. II. Nu-
merical results with the ADC2021 dataset are presented
in Sec. III. By definition, this demonstration highlights
an o✏ine application of our approach. Section IV pro-
vides a discussion about the online-compatibility of our
technique for experimental integration online. The paper
ends with conclusions and outlook in Sec. V.

II. DECORRELATED AUTOENCODERS

A vanilla autoencoder is a composition of two func-
tions, an encoder g and a decoder f . These two functions
are parameterized as neural networks and are optimized
to minimize the reconstruction loss:

L[f, g] =
X

i

(f(g(xi))� xi)
2 , (1)

where x 2 Rn, g : Rn ! Rm, and f : Rm ! Rn. In
order to encourage compression, the latent space dimen-
sion is chosen such that m < n. A popular variation on
this setup is the variational autoencoder [80, 81], whereby
the encoding and decoding are probabilistic and the la-
tent space has well-defined statistical properties. The
methods proposed here are compatible with variational
autoencoders, and while preliminary studies indicate that
the results are similar, we leave a full exploration to fu-
ture work.

Instead of training a single autoencoder as in Eq. 1,
we propose to train two (or more) statistically indepen-

dent autoencoders at the same time, in order to enable
data-driven background estimation. Following [68, 75],
we achieve the decorrelation of the autoencoders by in-
cluding in the training a regularizer term based on the
distance correlation (DisCo) measure of statistical depen-
dence. Focusing on the case of two autoencoders (f1, g1)
and (f2, g2) for simplicity, we consider the following loss

function:

L[f1, f2, g1, g2] =
X

i

R1(xi)
2 +

X

i

R2(xi)
2

+ �DisCo2[R1(X), R2(X)] , (2)

where Ri(x) = (fi(gi(x)) � x)2, � > 0 is a hyperpa-
rameter, and DisCo is the distance correlation [82–85].
DisCo is between 0 and 1 and is zero if and only if
its arguments are independent. The capital X is used
in the last term of Eq. 2 to indicate that the distance
correlation is computed at the level of a batch of ex-
amples x, which are realizations of the random variable
X. Given autoencoders trained via Eq. 2, we can de-
fine counts N7,7(~c) =

P
i I[R1(xi) 7 c1] I[R2(xi) 7 c2],

where ~c = (c1, c2) are given thresholds and I[·] is the in-
dicator function that is zero when its argument is false
and one otherwise. The signal sensitive region is N>,>(~c)
and the other three regions can be used to estimate the
background:

Npredicted
>,> (~c) =

N>,<(~c)N<,>(~c)

N<,<(~c)
. (3)

Equation 3 is known as the ABCD method and the
N>,>(~c) is exactly the background in the signal-sensitive
region if there are enough events and if the two dimen-
sions are e↵ective at rejecting the background.

III. EMPIRICAL RESULTS

The performance of the double autoencoder and decor-
relation strategy is tested on the ADC2021 dataset,
which was created for unsupervised anomaly detec-
tion [31, 86]. In the dataset, proton-proton collisions
at the LHC are simulated at center-of-mass energy of
13 TeV. Collision events are required to contain at least
one electron (e) or muon (µ) with transverse momenta
pT > 23 GeV. A set of various Standard Model processes
are generated with Pythia 8.240 generator [87, 88] with
detector response modeled by Delphes 3.3.2 [89–91] us-
ing the Phase-II CMS detector card. During the training,
2 million events are used while results are reported using
an independent validation set containing 800k SM events.
Four benchmark scenarios containing new physics pro-

cesses are used to evaluate the performance of the algo-
rithm: a leptoquark (LQ) with 80 GeV mass decaying
to a b-quark and a ⌧ lepton, a neutral scalar boson (A)
of 50 GeV mass decaying to a pair of o↵-shell Z bosons,
which in turn are forced to decay to leptons (A ! 4l),
a scalar boson h0 of 60 GeV mass decaying to a pair
of ⌧ leptons (h0 ! ⌧⌧), and a charged scalar boson h±

with 60 GeV mass, decaying to a ⌧ lepton and a neu-
trino (h± ! ⌧⌫). In the performance evaluation, each
new physics scenario is considered independently, with
total amount of events fixed to 0.1% of the total sample
size.
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to design model independent strategies for saving anoma-
lous events.

Autoencoders can be run online because they do not re-
quire comparing data to a reference sample [28–31]. How-
ever, no autoencoder-based trigger proposal so far has
been complete in the sense introduced above. Many con-
ventional triggers are complemented by support triggers
which provide the context needed for data-driven back-
ground estimation o✏ine. Our method provides the first
complete anomaly detection strategy in a similar way to
these conventional methods. By using two decorrelated
autoencoders, we can trigger on potentially anomalous
events and then additionally save (at a reduced rate)
anti-tagged events in a way that background estimation
is possible o✏ine.

This paper is organized as follows. First, we introduce
the technique of decorrelated autoencoders in Sec. II. Nu-
merical results with the ADC2021 dataset are presented
in Sec. III. By definition, this demonstration highlights
an o✏ine application of our approach. Section IV pro-
vides a discussion about the online-compatibility of our
technique for experimental integration online. The paper
ends with conclusions and outlook in Sec. V.

II. DECORRELATED AUTOENCODERS

A vanilla autoencoder is a composition of two func-
tions, an encoder g and a decoder f . These two functions
are parameterized as neural networks and are optimized
to minimize the reconstruction loss:

L[f, g] =
X

i

(f(g(xi))� xi)
2 , (1)

where x 2 Rn, g : Rn ! Rm, and f : Rm ! Rn. In
order to encourage compression, the latent space dimen-
sion is chosen such that m < n. A popular variation on
this setup is the variational autoencoder [80, 81], whereby
the encoding and decoding are probabilistic and the la-
tent space has well-defined statistical properties. The
methods proposed here are compatible with variational
autoencoders, and while preliminary studies indicate that
the results are similar, we leave a full exploration to fu-
ture work.

Instead of training a single autoencoder as in Eq. 1,
we propose to train two (or more) statistically indepen-

dent autoencoders at the same time, in order to enable
data-driven background estimation. Following [68, 75],
we achieve the decorrelation of the autoencoders by in-
cluding in the training a regularizer term based on the
distance correlation (DisCo) measure of statistical depen-
dence. Focusing on the case of two autoencoders (f1, g1)
and (f2, g2) for simplicity, we consider the following loss

function:

L[f1, f2, g1, g2] =
X

i

R1(xi)
2 +

X

i

R2(xi)
2

+ �DisCo2[R1(X), R2(X)] , (2)

where Ri(x) = (fi(gi(x)) � x)2, � > 0 is a hyperpa-
rameter, and DisCo is the distance correlation [82–85].
DisCo is between 0 and 1 and is zero if and only if
its arguments are independent. The capital X is used
in the last term of Eq. 2 to indicate that the distance
correlation is computed at the level of a batch of ex-
amples x, which are realizations of the random variable
X. Given autoencoders trained via Eq. 2, we can de-
fine counts N7,7(~c) =

P
i I[R1(xi) 7 c1] I[R2(xi) 7 c2],

where ~c = (c1, c2) are given thresholds and I[·] is the in-
dicator function that is zero when its argument is false
and one otherwise. The signal sensitive region is N>,>(~c)
and the other three regions can be used to estimate the
background:

Npredicted
>,> (~c) =

N>,<(~c)N<,>(~c)

N<,<(~c)
. (3)

Equation 3 is known as the ABCD method and the
N>,>(~c) is exactly the background in the signal-sensitive
region if there are enough events and if the two dimen-
sions are e↵ective at rejecting the background.

III. EMPIRICAL RESULTS

The performance of the double autoencoder and decor-
relation strategy is tested on the ADC2021 dataset,
which was created for unsupervised anomaly detec-
tion [31, 86]. In the dataset, proton-proton collisions
at the LHC are simulated at center-of-mass energy of
13 TeV. Collision events are required to contain at least
one electron (e) or muon (µ) with transverse momenta
pT > 23 GeV. A set of various Standard Model processes
are generated with Pythia 8.240 generator [87, 88] with
detector response modeled by Delphes 3.3.2 [89–91] us-
ing the Phase-II CMS detector card. During the training,
2 million events are used while results are reported using
an independent validation set containing 800k SM events.
Four benchmark scenarios containing new physics pro-

cesses are used to evaluate the performance of the algo-
rithm: a leptoquark (LQ) with 80 GeV mass decaying
to a b-quark and a ⌧ lepton, a neutral scalar boson (A)
of 50 GeV mass decaying to a pair of o↵-shell Z bosons,
which in turn are forced to decay to leptons (A ! 4l),
a scalar boson h0 of 60 GeV mass decaying to a pair
of ⌧ leptons (h0 ! ⌧⌧), and a charged scalar boson h±

with 60 GeV mass, decaying to a ⌧ lepton and a neu-
trino (h± ! ⌧⌫). In the performance evaluation, each
new physics scenario is considered independently, with
total amount of events fixed to 0.1% of the total sample
size.
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FIG. 2. Closure test of the ABCD estimation method for dif-
ferent SM e�ciencies and benchmark scenarios. Di↵erent se-
lection combinations yielding the same background e�ciency
are shown as independent entries.

prior to the application of the method. As pointed out in
Ref. [75], unaccounted contamination from the signal of
interest in the ABCD sidebands may result in di↵erent
significance values when compared to the correct estima-
tion of the background. While this issue can be accounted
when performing model specific exclusion limits, we also
show in Fig. 3 (top) the significance obtained using the
ABCD method with and without correcting the number
of background events. To avoid fine tuning, the thresh-
old applied to each autoencoder reconstruction loss is the
one where both autoencoders have the same SM rejection
e�ciency.

In all new physics benchmark scenarios, the uncor-
rected significance for SM e�ciencies above 1.5% is lower
than the corrected for SM e�ciencies. Nevertheless, all
new physics scenarios show significance between 1 to 4
while the SM only sample has a maximum deviation be-
low 1. We have also probed the stability of the method
by performing five independent trainings with di↵erent
random weight initialization. The standard variation of
the average significance was below 6% for all benchmark
scenarios tested.

The additional distance correlation loss leads to in-
creased reconstruction loss in the background training
sample, resulting in decreased performance compared to
a single autoencoder training. This di↵erence is illus-
trated in Fig. 3 (bottom) where the significance is com-
pared with the values obtained from training a single
autoencoder with same network architecture. Since the
ABCD method is only applicable in the double autoen-
coder case, no background estimation method is used
in the comparison. In all cases, the di↵erence in sig-
nificance of the double and single autoencoders is less
than 30%. While the single autoencoder consistently out-
performs the double autoencoder, the lack of dedicated
background estimation might lead to unattainable per-

formances when applied to real particle collisions.

FIG. 3. Signal significance for each benchmark scenario (top)
when the ABCD method is used to predict the background
level (solid lines) compared to the real significance value
(dashed lines). In the bottom panel, the comparison of the
significance between a single autoencoder (dashed lines) and
the double autoencoder (solid lines) is shown. In this case,
no background estimation method is used.

IV. ANOMALY DETECTION ONLINE

The discussion so far has demonstrated that the decor-
related autoencoder protocol is an e↵ective tool for
simulation-free, non-resonant anomaly detection. This
section briefly describes how this technique is also online
compatible. We envision that in an actual trigger system,
we would save all events in the signal sensitive region
defined by the two autoencoders and then save a ran-
dom fraction (‘prescale’) of events in the three other re-
gions for o✏ine background estimation (similar to exist-
ing ‘support triggers’ for certain background processes).
The prescale would be set so that the statistical uncer-
tainty on the background prediction is smaller than the

The method works!
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to design model independent strategies for saving anoma-
lous events.

Autoencoders can be run online because they do not re-
quire comparing data to a reference sample [28–31]. How-
ever, no autoencoder-based trigger proposal so far has
been complete in the sense introduced above. Many con-
ventional triggers are complemented by support triggers
which provide the context needed for data-driven back-
ground estimation o✏ine. Our method provides the first
complete anomaly detection strategy in a similar way to
these conventional methods. By using two decorrelated
autoencoders, we can trigger on potentially anomalous
events and then additionally save (at a reduced rate)
anti-tagged events in a way that background estimation
is possible o✏ine.

This paper is organized as follows. First, we introduce
the technique of decorrelated autoencoders in Sec. II. Nu-
merical results with the ADC2021 dataset are presented
in Sec. III. By definition, this demonstration highlights
an o✏ine application of our approach. Section IV pro-
vides a discussion about the online-compatibility of our
technique for experimental integration online. The paper
ends with conclusions and outlook in Sec. V.

II. DECORRELATED AUTOENCODERS

A vanilla autoencoder is a composition of two func-
tions, an encoder g and a decoder f . These two functions
are parameterized as neural networks and are optimized
to minimize the reconstruction loss:

L[f, g] =
X

i

(f(g(xi))� xi)
2 , (1)

where x 2 Rn, g : Rn ! Rm, and f : Rm ! Rn. In
order to encourage compression, the latent space dimen-
sion is chosen such that m < n. A popular variation on
this setup is the variational autoencoder [80, 81], whereby
the encoding and decoding are probabilistic and the la-
tent space has well-defined statistical properties. The
methods proposed here are compatible with variational
autoencoders, and while preliminary studies indicate that
the results are similar, we leave a full exploration to fu-
ture work.

Instead of training a single autoencoder as in Eq. 1,
we propose to train two (or more) statistically indepen-

dent autoencoders at the same time, in order to enable
data-driven background estimation. Following [68, 75],
we achieve the decorrelation of the autoencoders by in-
cluding in the training a regularizer term based on the
distance correlation (DisCo) measure of statistical depen-
dence. Focusing on the case of two autoencoders (f1, g1)
and (f2, g2) for simplicity, we consider the following loss

function:

L[f1, f2, g1, g2] =
X

i

R1(xi)
2 +

X

i

R2(xi)
2

+ �DisCo2[R1(X), R2(X)] , (2)

where Ri(x) = (fi(gi(x)) � x)2, � > 0 is a hyperpa-
rameter, and DisCo is the distance correlation [82–85].
DisCo is between 0 and 1 and is zero if and only if
its arguments are independent. The capital X is used
in the last term of Eq. 2 to indicate that the distance
correlation is computed at the level of a batch of ex-
amples x, which are realizations of the random variable
X. Given autoencoders trained via Eq. 2, we can de-
fine counts N7,7(~c) =

P
i I[R1(xi) 7 c1] I[R2(xi) 7 c2],

where ~c = (c1, c2) are given thresholds and I[·] is the in-
dicator function that is zero when its argument is false
and one otherwise. The signal sensitive region is N>,>(~c)
and the other three regions can be used to estimate the
background:

Npredicted
>,> (~c) =

N>,<(~c)N<,>(~c)

N<,<(~c)
. (3)

Equation 3 is known as the ABCD method and the
N>,>(~c) is exactly the background in the signal-sensitive
region if there are enough events and if the two dimen-
sions are e↵ective at rejecting the background.

III. EMPIRICAL RESULTS

The performance of the double autoencoder and decor-
relation strategy is tested on the ADC2021 dataset,
which was created for unsupervised anomaly detec-
tion [31, 86]. In the dataset, proton-proton collisions
at the LHC are simulated at center-of-mass energy of
13 TeV. Collision events are required to contain at least
one electron (e) or muon (µ) with transverse momenta
pT > 23 GeV. A set of various Standard Model processes
are generated with Pythia 8.240 generator [87, 88] with
detector response modeled by Delphes 3.3.2 [89–91] us-
ing the Phase-II CMS detector card. During the training,
2 million events are used while results are reported using
an independent validation set containing 800k SM events.
Four benchmark scenarios containing new physics pro-

cesses are used to evaluate the performance of the algo-
rithm: a leptoquark (LQ) with 80 GeV mass decaying
to a b-quark and a ⌧ lepton, a neutral scalar boson (A)
of 50 GeV mass decaying to a pair of o↵-shell Z bosons,
which in turn are forced to decay to leptons (A ! 4l),
a scalar boson h0 of 60 GeV mass decaying to a pair
of ⌧ leptons (h0 ! ⌧⌧), and a charged scalar boson h±

with 60 GeV mass, decaying to a ⌧ lepton and a neu-
trino (h± ! ⌧⌫). In the performance evaluation, each
new physics scenario is considered independently, with
total amount of events fixed to 0.1% of the total sample
size.
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to design model independent strategies for saving anoma-
lous events.

Autoencoders can be run online because they do not re-
quire comparing data to a reference sample [28–31]. How-
ever, no autoencoder-based trigger proposal so far has
been complete in the sense introduced above. Many con-
ventional triggers are complemented by support triggers
which provide the context needed for data-driven back-
ground estimation o✏ine. Our method provides the first
complete anomaly detection strategy in a similar way to
these conventional methods. By using two decorrelated
autoencoders, we can trigger on potentially anomalous
events and then additionally save (at a reduced rate)
anti-tagged events in a way that background estimation
is possible o✏ine.

This paper is organized as follows. First, we introduce
the technique of decorrelated autoencoders in Sec. II. Nu-
merical results with the ADC2021 dataset are presented
in Sec. III. By definition, this demonstration highlights
an o✏ine application of our approach. Section IV pro-
vides a discussion about the online-compatibility of our
technique for experimental integration online. The paper
ends with conclusions and outlook in Sec. V.

II. DECORRELATED AUTOENCODERS

A vanilla autoencoder is a composition of two func-
tions, an encoder g and a decoder f . These two functions
are parameterized as neural networks and are optimized
to minimize the reconstruction loss:

L[f, g] =
X

i

(f(g(xi))� xi)
2 , (1)

where x 2 Rn, g : Rn ! Rm, and f : Rm ! Rn. In
order to encourage compression, the latent space dimen-
sion is chosen such that m < n. A popular variation on
this setup is the variational autoencoder [80, 81], whereby
the encoding and decoding are probabilistic and the la-
tent space has well-defined statistical properties. The
methods proposed here are compatible with variational
autoencoders, and while preliminary studies indicate that
the results are similar, we leave a full exploration to fu-
ture work.

Instead of training a single autoencoder as in Eq. 1,
we propose to train two (or more) statistically indepen-

dent autoencoders at the same time, in order to enable
data-driven background estimation. Following [68, 75],
we achieve the decorrelation of the autoencoders by in-
cluding in the training a regularizer term based on the
distance correlation (DisCo) measure of statistical depen-
dence. Focusing on the case of two autoencoders (f1, g1)
and (f2, g2) for simplicity, we consider the following loss

function:

L[f1, f2, g1, g2] =
X

i

R1(xi)
2 +

X

i

R2(xi)
2

+ �DisCo2[R1(X), R2(X)] , (2)

where Ri(x) = (fi(gi(x)) � x)2, � > 0 is a hyperpa-
rameter, and DisCo is the distance correlation [82–85].
DisCo is between 0 and 1 and is zero if and only if
its arguments are independent. The capital X is used
in the last term of Eq. 2 to indicate that the distance
correlation is computed at the level of a batch of ex-
amples x, which are realizations of the random variable
X. Given autoencoders trained via Eq. 2, we can de-
fine counts N7,7(~c) =

P
i I[R1(xi) 7 c1] I[R2(xi) 7 c2],

where ~c = (c1, c2) are given thresholds and I[·] is the in-
dicator function that is zero when its argument is false
and one otherwise. The signal sensitive region is N>,>(~c)
and the other three regions can be used to estimate the
background:

Npredicted
>,> (~c) =

N>,<(~c)N<,>(~c)

N<,<(~c)
. (3)

Equation 3 is known as the ABCD method and the
N>,>(~c) is exactly the background in the signal-sensitive
region if there are enough events and if the two dimen-
sions are e↵ective at rejecting the background.

III. EMPIRICAL RESULTS

The performance of the double autoencoder and decor-
relation strategy is tested on the ADC2021 dataset,
which was created for unsupervised anomaly detec-
tion [31, 86]. In the dataset, proton-proton collisions
at the LHC are simulated at center-of-mass energy of
13 TeV. Collision events are required to contain at least
one electron (e) or muon (µ) with transverse momenta
pT > 23 GeV. A set of various Standard Model processes
are generated with Pythia 8.240 generator [87, 88] with
detector response modeled by Delphes 3.3.2 [89–91] us-
ing the Phase-II CMS detector card. During the training,
2 million events are used while results are reported using
an independent validation set containing 800k SM events.
Four benchmark scenarios containing new physics pro-

cesses are used to evaluate the performance of the algo-
rithm: a leptoquark (LQ) with 80 GeV mass decaying
to a b-quark and a ⌧ lepton, a neutral scalar boson (A)
of 50 GeV mass decaying to a pair of o↵-shell Z bosons,
which in turn are forced to decay to leptons (A ! 4l),
a scalar boson h0 of 60 GeV mass decaying to a pair
of ⌧ leptons (h0 ! ⌧⌧), and a charged scalar boson h±

with 60 GeV mass, decaying to a ⌧ lepton and a neu-
trino (h± ! ⌧⌫). In the performance evaluation, each
new physics scenario is considered independently, with
total amount of events fixed to 0.1% of the total sample
size.
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FIG. 2. Closure test of the ABCD estimation method for dif-
ferent SM e�ciencies and benchmark scenarios. Di↵erent se-
lection combinations yielding the same background e�ciency
are shown as independent entries.

prior to the application of the method. As pointed out in
Ref. [75], unaccounted contamination from the signal of
interest in the ABCD sidebands may result in di↵erent
significance values when compared to the correct estima-
tion of the background. While this issue can be accounted
when performing model specific exclusion limits, we also
show in Fig. 3 (top) the significance obtained using the
ABCD method with and without correcting the number
of background events. To avoid fine tuning, the thresh-
old applied to each autoencoder reconstruction loss is the
one where both autoencoders have the same SM rejection
e�ciency.

In all new physics benchmark scenarios, the uncor-
rected significance for SM e�ciencies above 1.5% is lower
than the corrected for SM e�ciencies. Nevertheless, all
new physics scenarios show significance between 1 to 4
while the SM only sample has a maximum deviation be-
low 1. We have also probed the stability of the method
by performing five independent trainings with di↵erent
random weight initialization. The standard variation of
the average significance was below 6% for all benchmark
scenarios tested.

The additional distance correlation loss leads to in-
creased reconstruction loss in the background training
sample, resulting in decreased performance compared to
a single autoencoder training. This di↵erence is illus-
trated in Fig. 3 (bottom) where the significance is com-
pared with the values obtained from training a single
autoencoder with same network architecture. Since the
ABCD method is only applicable in the double autoen-
coder case, no background estimation method is used
in the comparison. In all cases, the di↵erence in sig-
nificance of the double and single autoencoders is less
than 30%. While the single autoencoder consistently out-
performs the double autoencoder, the lack of dedicated
background estimation might lead to unattainable per-

formances when applied to real particle collisions.

FIG. 3. Signal significance for each benchmark scenario (top)
when the ABCD method is used to predict the background
level (solid lines) compared to the real significance value
(dashed lines). In the bottom panel, the comparison of the
significance between a single autoencoder (dashed lines) and
the double autoencoder (solid lines) is shown. In this case,
no background estimation method is used.

IV. ANOMALY DETECTION ONLINE

The discussion so far has demonstrated that the decor-
related autoencoder protocol is an e↵ective tool for
simulation-free, non-resonant anomaly detection. This
section briefly describes how this technique is also online
compatible. We envision that in an actual trigger system,
we would save all events in the signal sensitive region
defined by the two autoencoders and then save a ran-
dom fraction (‘prescale’) of events in the three other re-
gions for o✏ine background estimation (similar to exist-
ing ‘support triggers’ for certain background processes).
The prescale would be set so that the statistical uncer-
tainty on the background prediction is smaller than the

Can also be used online 
as an anomaly trigger

The method works!
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Z′￼→ X(qqq)Y(inv)

x = (mJ, τ21, τ32)
Can achieve good signal sensitivity and 
ABCD closure for a benchmark signal!
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Streams are potentially unique 
astrophysical probes of  dark matter

dynamical evidence of a dark halo substructure 3

Figure 1. (Top) Likely members of the GD-1 stellar stream, cleanly selected using Gaia proper motions and PanSTARRS
photometry, reveal two significant gaps located at �1 ⇡ �20� and �1 ⇡ �40�, and dubbed G-20 and G-40, respectively. There
is a long, thin spur extending for ⇡ 10� from the G-40 gap. (Bottom) An idealized model of GD-1, whose progenitor disrupted
at �1 ⇡ �20� to produce the G-20 gap, and which has been perturbed by a compact, massive object to produce the G-40 gap.
The orbital structure of stars closest to the passing perturber is distorted into a loop of stars that after 0.5Gyr appears as an
underdensity coinciding with the observed gap, and extends out of the stream similar to the observed spur.

To highlight the complex structure of the GD-1
stream, we present the distribution of likely stream
members at the top of Figure 1. As a first step in find-
ing likely members, we followed Price-Whelan & Bonaca
(2018) in selecting stars consistent with an old and
metal-poor population at a distance of 8 kpc, and mov-
ing retrograde with respect to the Galactic disk, with
proper motions in the GD-1 reference frame (µ�1 , µ�2) ⇡
(�7, 0) mas yr�1. The spatial distribution of these stars
in the �2 direction (i.e. perpendicular to the stream) is
modeled as a combination of a constant background, a
stream component at the location of the main stream
track, and one additional Gaussian component on ei-
ther side of the main stream to capture stream features
beyond the main track. We solved for the normaliza-
tion, position and width of every component by explor-
ing the parameter space with an ensemble MCMC sam-
pler (Foreman-Mackey et al. 2013). We used 256 walkers
that ran for a total of 1280 steps, and kept the final 256
steps to generate posterior samples in these parameters.
The above procedure is a full-stream generalization of
the calculation in (Price-Whelan & Bonaca 2018) that
quantified the fraction of stars in the additional compo-
nents at the locations of the spur and the blob. Finally,
we define a stream membership probability, pmem, as
the joint probability of a star belonging either to the
main stream or the additional feature, evaluate these
probabilities using MCMC samples and apply them to
every star. The upper panel of Figure 1 shows stars with

pmem > 0.5, with larger and darker points representing
stars with a higher membership probability.
Most likely GD-1 members trace a thin stream, whose

width varies between � ⇡ 100 and 300. As noted by
Price-Whelan & Bonaca (2018), the stellar density along
the stream is not uniform, and there are two signifi-
cant underdensities, or gaps, located at �1 ⇡ �40� and
�1 ⇡ �20�, which we refer to as G-40 and G-20, respec-
tively. The main focus of this work are structures related
to the G-40 gap, so if not specified, the gap refers to G-
40. The additional, feature components are above the
background density in the spur region, �1 ⇡ �35�, and
the blob region, �1 ⇡ �15�, and consistent with zero
along the rest of the stream. In the following section we
present a model of GD-1 that simultaneously explains
the gap in the stream and the spur extending from the
stream.

3. MODELING THE PERTURBED GD-1 STREAM

3.1. Setup and the fiducial model

Unlike the observed GD-1, a globular cluster disrupt-
ing on the GD-1 orbit in a simple — analytic and smooth
— galaxy creates a stream that is also smooth (Price-
Whelan & Bonaca 2018). This model follows stars as
they leave the progenitor, and accounts for their epicylic
motion relative to the progenitor’s orbit (Küpper et al.
2008, 2010; Fardal et al. 2015). The resulting pattern
of over- and underdensities is much more uniform than
the observed stream, so the full extent of density varia-

Bonaca et al 2019

Stellar streams are tidally disrupted 
dwarf  galaxies and globular clusters 
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Figure 4. Properties of a sample of previously-discovered streams, as recovered by the STREAMFINDER. The first, second, third and fourth
rows show the properties of the GD-1, Jhelum, Indus and Orphan streams, respectively. The columns reproduce, from left to right, the
equatorial coordinates of the structures, the distance solutions found by the algorithm (for representative metallicity values), the proper
motion distribution (with observations in red, model solutions in blue, and the full DR2 sample in grey), and the colour-magnitude
distribution of the stars (with observations in red and template model in blue) selected by STREAMFINDER. The distance solutions found
by the algorithm match closely the distance values that have been previously derived for these streams: D� ⇠ 8 kpc for GD-1 (Grillmair
& Dionatos 2006), D� ⇠ 13.2 kpc and ⇠ 16.6 kpc for Jhelum and Indus, respectively (Shipp et al. 2018) and D� = [33 � 38] kpc for
Orphan (Newberg et al. 2010). The CMD template models, shown in blue in the last column, have been plotted at the appropriate
distance for the respective streams. The colour-magnitude diagram of the Orphan stream might seem peculiar, but here we only see the
red-giant branch due to the trimming of the data sample below G = 19.5.

the stream-like structures recovered by the algorithm are not
associated with the extinction correction. In Figures 7 and
8, we present our summary plots made by combining the dis-
tance and metallicity samples for the north and south hemi-
spheres, respectively. The top panels of these diagrams show
the estimate of the distances of these structures (provided
by the algorithm), while the bottom panels show an esti-
mate of the magnitude of the tangential velocity calculated
using the measured Gaia proper motions combined with the
distance estimates. Many structures are beautifully resolved
in this multi-parameter space.

Our aim in this contribution is not to present a thorough
or complete census of halo streams (since it would require

considerable more processing time to examine the necessary
parameter space), but rather to present a preview of the
large-scale stream structure of our Galaxy. Nevertheless, we
have selected by hand a small number of structures that
appear clearly in our maps, with kinematic properties that
distinguish them from the contaminating Galactic popula-
tion, and that are clearly not artefacts produced by Gaia’s
scanning law. A large number of other stream candidates
have a clearly-defined stream-like morphology, but possess
proper motions distributions that are similar to that of the
halo, and we deem that they require further follow-up to be
confident of their nature.

The locations of the five structures we selected are

MNRAS 000, 1–15 (2018)

6 Malhan, Ibata & Martin

Figure 4. Properties of a sample of previously-discovered streams, as recovered by the STREAMFINDER. The first, second, third and fourth
rows show the properties of the GD-1, Jhelum, Indus and Orphan streams, respectively. The columns reproduce, from left to right, the
equatorial coordinates of the structures, the distance solutions found by the algorithm (for representative metallicity values), the proper
motion distribution (with observations in red, model solutions in blue, and the full DR2 sample in grey), and the colour-magnitude
distribution of the stars (with observations in red and template model in blue) selected by STREAMFINDER. The distance solutions found
by the algorithm match closely the distance values that have been previously derived for these streams: D� ⇠ 8 kpc for GD-1 (Grillmair
& Dionatos 2006), D� ⇠ 13.2 kpc and ⇠ 16.6 kpc for Jhelum and Indus, respectively (Shipp et al. 2018) and D� = [33 � 38] kpc for
Orphan (Newberg et al. 2010). The CMD template models, shown in blue in the last column, have been plotted at the appropriate
distance for the respective streams. The colour-magnitude diagram of the Orphan stream might seem peculiar, but here we only see the
red-giant branch due to the trimming of the data sample below G = 19.5.

the stream-like structures recovered by the algorithm are not
associated with the extinction correction. In Figures 7 and
8, we present our summary plots made by combining the dis-
tance and metallicity samples for the north and south hemi-
spheres, respectively. The top panels of these diagrams show
the estimate of the distances of these structures (provided
by the algorithm), while the bottom panels show an esti-
mate of the magnitude of the tangential velocity calculated
using the measured Gaia proper motions combined with the
distance estimates. Many structures are beautifully resolved
in this multi-parameter space.

Our aim in this contribution is not to present a thorough
or complete census of halo streams (since it would require

considerable more processing time to examine the necessary
parameter space), but rather to present a preview of the
large-scale stream structure of our Galaxy. Nevertheless, we
have selected by hand a small number of structures that
appear clearly in our maps, with kinematic properties that
distinguish them from the contaminating Galactic popula-
tion, and that are clearly not artefacts produced by Gaia’s
scanning law. A large number of other stream candidates
have a clearly-defined stream-like morphology, but possess
proper motions distributions that are similar to that of the
halo, and we deem that they require further follow-up to be
confident of their nature.

The locations of the five structures we selected are

MNRAS 000, 1–15 (2018)

6 Malhan, Ibata & Martin

Figure 4. Properties of a sample of previously-discovered streams, as recovered by the STREAMFINDER. The first, second, third and fourth
rows show the properties of the GD-1, Jhelum, Indus and Orphan streams, respectively. The columns reproduce, from left to right, the
equatorial coordinates of the structures, the distance solutions found by the algorithm (for representative metallicity values), the proper
motion distribution (with observations in red, model solutions in blue, and the full DR2 sample in grey), and the colour-magnitude
distribution of the stars (with observations in red and template model in blue) selected by STREAMFINDER. The distance solutions found
by the algorithm match closely the distance values that have been previously derived for these streams: D� ⇠ 8 kpc for GD-1 (Grillmair
& Dionatos 2006), D� ⇠ 13.2 kpc and ⇠ 16.6 kpc for Jhelum and Indus, respectively (Shipp et al. 2018) and D� = [33 � 38] kpc for
Orphan (Newberg et al. 2010). The CMD template models, shown in blue in the last column, have been plotted at the appropriate
distance for the respective streams. The colour-magnitude diagram of the Orphan stream might seem peculiar, but here we only see the
red-giant branch due to the trimming of the data sample below G = 19.5.

the stream-like structures recovered by the algorithm are not
associated with the extinction correction. In Figures 7 and
8, we present our summary plots made by combining the dis-
tance and metallicity samples for the north and south hemi-
spheres, respectively. The top panels of these diagrams show
the estimate of the distances of these structures (provided
by the algorithm), while the bottom panels show an esti-
mate of the magnitude of the tangential velocity calculated
using the measured Gaia proper motions combined with the
distance estimates. Many structures are beautifully resolved
in this multi-parameter space.

Our aim in this contribution is not to present a thorough
or complete census of halo streams (since it would require

considerable more processing time to examine the necessary
parameter space), but rather to present a preview of the
large-scale stream structure of our Galaxy. Nevertheless, we
have selected by hand a small number of structures that
appear clearly in our maps, with kinematic properties that
distinguish them from the contaminating Galactic popula-
tion, and that are clearly not artefacts produced by Gaia’s
scanning law. A large number of other stream candidates
have a clearly-defined stream-like morphology, but possess
proper motions distributions that are similar to that of the
halo, and we deem that they require further follow-up to be
confident of their nature.

The locations of the five structures we selected are

MNRAS 000, 1–15 (2018)

6 Malhan, Ibata & Martin

Figure 4. Properties of a sample of previously-discovered streams, as recovered by the STREAMFINDER. The first, second, third and fourth
rows show the properties of the GD-1, Jhelum, Indus and Orphan streams, respectively. The columns reproduce, from left to right, the
equatorial coordinates of the structures, the distance solutions found by the algorithm (for representative metallicity values), the proper
motion distribution (with observations in red, model solutions in blue, and the full DR2 sample in grey), and the colour-magnitude
distribution of the stars (with observations in red and template model in blue) selected by STREAMFINDER. The distance solutions found
by the algorithm match closely the distance values that have been previously derived for these streams: D� ⇠ 8 kpc for GD-1 (Grillmair
& Dionatos 2006), D� ⇠ 13.2 kpc and ⇠ 16.6 kpc for Jhelum and Indus, respectively (Shipp et al. 2018) and D� = [33 � 38] kpc for
Orphan (Newberg et al. 2010). The CMD template models, shown in blue in the last column, have been plotted at the appropriate
distance for the respective streams. The colour-magnitude diagram of the Orphan stream might seem peculiar, but here we only see the
red-giant branch due to the trimming of the data sample below G = 19.5.

the stream-like structures recovered by the algorithm are not
associated with the extinction correction. In Figures 7 and
8, we present our summary plots made by combining the dis-
tance and metallicity samples for the north and south hemi-
spheres, respectively. The top panels of these diagrams show
the estimate of the distances of these structures (provided
by the algorithm), while the bottom panels show an esti-
mate of the magnitude of the tangential velocity calculated
using the measured Gaia proper motions combined with the
distance estimates. Many structures are beautifully resolved
in this multi-parameter space.

Our aim in this contribution is not to present a thorough
or complete census of halo streams (since it would require

considerable more processing time to examine the necessary
parameter space), but rather to present a preview of the
large-scale stream structure of our Galaxy. Nevertheless, we
have selected by hand a small number of structures that
appear clearly in our maps, with kinematic properties that
distinguish them from the contaminating Galactic popula-
tion, and that are clearly not artefacts produced by Gaia’s
scanning law. A large number of other stream candidates
have a clearly-defined stream-like morphology, but possess
proper motions distributions that are similar to that of the
halo, and we deem that they require further follow-up to be
confident of their nature.

The locations of the five structures we selected are

MNRAS 000, 1–15 (2018)

6 Malhan, Ibata & Martin

Figure 4. Properties of a sample of previously-discovered streams, as recovered by the STREAMFINDER. The first, second, third and fourth
rows show the properties of the GD-1, Jhelum, Indus and Orphan streams, respectively. The columns reproduce, from left to right, the
equatorial coordinates of the structures, the distance solutions found by the algorithm (for representative metallicity values), the proper
motion distribution (with observations in red, model solutions in blue, and the full DR2 sample in grey), and the colour-magnitude
distribution of the stars (with observations in red and template model in blue) selected by STREAMFINDER. The distance solutions found
by the algorithm match closely the distance values that have been previously derived for these streams: D� ⇠ 8 kpc for GD-1 (Grillmair
& Dionatos 2006), D� ⇠ 13.2 kpc and ⇠ 16.6 kpc for Jhelum and Indus, respectively (Shipp et al. 2018) and D� = [33 � 38] kpc for
Orphan (Newberg et al. 2010). The CMD template models, shown in blue in the last column, have been plotted at the appropriate
distance for the respective streams. The colour-magnitude diagram of the Orphan stream might seem peculiar, but here we only see the
red-giant branch due to the trimming of the data sample below G = 19.5.

the stream-like structures recovered by the algorithm are not
associated with the extinction correction. In Figures 7 and
8, we present our summary plots made by combining the dis-
tance and metallicity samples for the north and south hemi-
spheres, respectively. The top panels of these diagrams show
the estimate of the distances of these structures (provided
by the algorithm), while the bottom panels show an esti-
mate of the magnitude of the tangential velocity calculated
using the measured Gaia proper motions combined with the
distance estimates. Many structures are beautifully resolved
in this multi-parameter space.

Our aim in this contribution is not to present a thorough
or complete census of halo streams (since it would require

considerable more processing time to examine the necessary
parameter space), but rather to present a preview of the
large-scale stream structure of our Galaxy. Nevertheless, we
have selected by hand a small number of structures that
appear clearly in our maps, with kinematic properties that
distinguish them from the contaminating Galactic popula-
tion, and that are clearly not artefacts produced by Gaia’s
scanning law. A large number of other stream candidates
have a clearly-defined stream-like morphology, but possess
proper motions distributions that are similar to that of the
halo, and we deem that they require further follow-up to be
confident of their nature.

The locations of the five structures we selected are

MNRAS 000, 1–15 (2018)

Angular position on the sky Velocity on the sky (proper motion) Photometry

Malhan et al (2018)

71

[DS, Buckley, Necib ‘23] [DS, Buckley, Necib, Tamanas ‘21]

https://arxiv.org/abs/1804.11339
https://arxiv.org/abs/2303.01529
https://arxiv.org/abs/2104.12789


Via Machinae: Model-agnostic stream search

6 Malhan, Ibata & Martin

Figure 4. Properties of a sample of previously-discovered streams, as recovered by the STREAMFINDER. The first, second, third and fourth
rows show the properties of the GD-1, Jhelum, Indus and Orphan streams, respectively. The columns reproduce, from left to right, the
equatorial coordinates of the structures, the distance solutions found by the algorithm (for representative metallicity values), the proper
motion distribution (with observations in red, model solutions in blue, and the full DR2 sample in grey), and the colour-magnitude
distribution of the stars (with observations in red and template model in blue) selected by STREAMFINDER. The distance solutions found
by the algorithm match closely the distance values that have been previously derived for these streams: D� ⇠ 8 kpc for GD-1 (Grillmair
& Dionatos 2006), D� ⇠ 13.2 kpc and ⇠ 16.6 kpc for Jhelum and Indus, respectively (Shipp et al. 2018) and D� = [33 � 38] kpc for
Orphan (Newberg et al. 2010). The CMD template models, shown in blue in the last column, have been plotted at the appropriate
distance for the respective streams. The colour-magnitude diagram of the Orphan stream might seem peculiar, but here we only see the
red-giant branch due to the trimming of the data sample below G = 19.5.

the stream-like structures recovered by the algorithm are not
associated with the extinction correction. In Figures 7 and
8, we present our summary plots made by combining the dis-
tance and metallicity samples for the north and south hemi-
spheres, respectively. The top panels of these diagrams show
the estimate of the distances of these structures (provided
by the algorithm), while the bottom panels show an esti-
mate of the magnitude of the tangential velocity calculated
using the measured Gaia proper motions combined with the
distance estimates. Many structures are beautifully resolved
in this multi-parameter space.

Our aim in this contribution is not to present a thorough
or complete census of halo streams (since it would require

considerable more processing time to examine the necessary
parameter space), but rather to present a preview of the
large-scale stream structure of our Galaxy. Nevertheless, we
have selected by hand a small number of structures that
appear clearly in our maps, with kinematic properties that
distinguish them from the contaminating Galactic popula-
tion, and that are clearly not artefacts produced by Gaia’s
scanning law. A large number of other stream candidates
have a clearly-defined stream-like morphology, but possess
proper motions distributions that are similar to that of the
halo, and we deem that they require further follow-up to be
confident of their nature.

The locations of the five structures we selected are
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motion distribution (with observations in red, model solutions in blue, and the full DR2 sample in grey), and the colour-magnitude
distribution of the stars (with observations in red and template model in blue) selected by STREAMFINDER. The distance solutions found
by the algorithm match closely the distance values that have been previously derived for these streams: D� ⇠ 8 kpc for GD-1 (Grillmair
& Dionatos 2006), D� ⇠ 13.2 kpc and ⇠ 16.6 kpc for Jhelum and Indus, respectively (Shipp et al. 2018) and D� = [33 � 38] kpc for
Orphan (Newberg et al. 2010). The CMD template models, shown in blue in the last column, have been plotted at the appropriate
distance for the respective streams. The colour-magnitude diagram of the Orphan stream might seem peculiar, but here we only see the
red-giant branch due to the trimming of the data sample below G = 19.5.

the stream-like structures recovered by the algorithm are not
associated with the extinction correction. In Figures 7 and
8, we present our summary plots made by combining the dis-
tance and metallicity samples for the north and south hemi-
spheres, respectively. The top panels of these diagrams show
the estimate of the distances of these structures (provided
by the algorithm), while the bottom panels show an esti-
mate of the magnitude of the tangential velocity calculated
using the measured Gaia proper motions combined with the
distance estimates. Many structures are beautifully resolved
in this multi-parameter space.

Our aim in this contribution is not to present a thorough
or complete census of halo streams (since it would require

considerable more processing time to examine the necessary
parameter space), but rather to present a preview of the
large-scale stream structure of our Galaxy. Nevertheless, we
have selected by hand a small number of structures that
appear clearly in our maps, with kinematic properties that
distinguish them from the contaminating Galactic popula-
tion, and that are clearly not artefacts produced by Gaia’s
scanning law. A large number of other stream candidates
have a clearly-defined stream-like morphology, but possess
proper motions distributions that are similar to that of the
halo, and we deem that they require further follow-up to be
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red-giant branch due to the trimming of the data sample below G = 19.5.
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red-giant branch due to the trimming of the data sample below G = 19.5.
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• Streams are local overdensities in multiple features — ideal for enhanced bump hunt 
methods!
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Figure 4. Properties of a sample of previously-discovered streams, as recovered by the STREAMFINDER. The first, second, third and fourth
rows show the properties of the GD-1, Jhelum, Indus and Orphan streams, respectively. The columns reproduce, from left to right, the
equatorial coordinates of the structures, the distance solutions found by the algorithm (for representative metallicity values), the proper
motion distribution (with observations in red, model solutions in blue, and the full DR2 sample in grey), and the colour-magnitude
distribution of the stars (with observations in red and template model in blue) selected by STREAMFINDER. The distance solutions found
by the algorithm match closely the distance values that have been previously derived for these streams: D� ⇠ 8 kpc for GD-1 (Grillmair
& Dionatos 2006), D� ⇠ 13.2 kpc and ⇠ 16.6 kpc for Jhelum and Indus, respectively (Shipp et al. 2018) and D� = [33 � 38] kpc for
Orphan (Newberg et al. 2010). The CMD template models, shown in blue in the last column, have been plotted at the appropriate
distance for the respective streams. The colour-magnitude diagram of the Orphan stream might seem peculiar, but here we only see the
red-giant branch due to the trimming of the data sample below G = 19.5.

the stream-like structures recovered by the algorithm are not
associated with the extinction correction. In Figures 7 and
8, we present our summary plots made by combining the dis-
tance and metallicity samples for the north and south hemi-
spheres, respectively. The top panels of these diagrams show
the estimate of the distances of these structures (provided
by the algorithm), while the bottom panels show an esti-
mate of the magnitude of the tangential velocity calculated
using the measured Gaia proper motions combined with the
distance estimates. Many structures are beautifully resolved
in this multi-parameter space.

Our aim in this contribution is not to present a thorough
or complete census of halo streams (since it would require

considerable more processing time to examine the necessary
parameter space), but rather to present a preview of the
large-scale stream structure of our Galaxy. Nevertheless, we
have selected by hand a small number of structures that
appear clearly in our maps, with kinematic properties that
distinguish them from the contaminating Galactic popula-
tion, and that are clearly not artefacts produced by Gaia’s
scanning law. A large number of other stream candidates
have a clearly-defined stream-like morphology, but possess
proper motions distributions that are similar to that of the
halo, and we deem that they require further follow-up to be
confident of their nature.
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Orphan (Newberg et al. 2010). The CMD template models, shown in blue in the last column, have been plotted at the appropriate
distance for the respective streams. The colour-magnitude diagram of the Orphan stream might seem peculiar, but here we only see the
red-giant branch due to the trimming of the data sample below G = 19.5.
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rows show the properties of the GD-1, Jhelum, Indus and Orphan streams, respectively. The columns reproduce, from left to right, the
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Orphan (Newberg et al. 2010). The CMD template models, shown in blue in the last column, have been plotted at the appropriate
distance for the respective streams. The colour-magnitude diagram of the Orphan stream might seem peculiar, but here we only see the
red-giant branch due to the trimming of the data sample below G = 19.5.
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mate of the magnitude of the tangential velocity calculated
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Figure 4. Properties of a sample of previously-discovered streams, as recovered by the STREAMFINDER. The first, second, third and fourth
rows show the properties of the GD-1, Jhelum, Indus and Orphan streams, respectively. The columns reproduce, from left to right, the
equatorial coordinates of the structures, the distance solutions found by the algorithm (for representative metallicity values), the proper
motion distribution (with observations in red, model solutions in blue, and the full DR2 sample in grey), and the colour-magnitude
distribution of the stars (with observations in red and template model in blue) selected by STREAMFINDER. The distance solutions found
by the algorithm match closely the distance values that have been previously derived for these streams: D� ⇠ 8 kpc for GD-1 (Grillmair
& Dionatos 2006), D� ⇠ 13.2 kpc and ⇠ 16.6 kpc for Jhelum and Indus, respectively (Shipp et al. 2018) and D� = [33 � 38] kpc for
Orphan (Newberg et al. 2010). The CMD template models, shown in blue in the last column, have been plotted at the appropriate
distance for the respective streams. The colour-magnitude diagram of the Orphan stream might seem peculiar, but here we only see the
red-giant branch due to the trimming of the data sample below G = 19.5.
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Figure 4. Properties of a sample of previously-discovered streams, as recovered by the STREAMFINDER. The first, second, third and fourth
rows show the properties of the GD-1, Jhelum, Indus and Orphan streams, respectively. The columns reproduce, from left to right, the
equatorial coordinates of the structures, the distance solutions found by the algorithm (for representative metallicity values), the proper
motion distribution (with observations in red, model solutions in blue, and the full DR2 sample in grey), and the colour-magnitude
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& Dionatos 2006), D� ⇠ 13.2 kpc and ⇠ 16.6 kpc for Jhelum and Indus, respectively (Shipp et al. 2018) and D� = [33 � 38] kpc for
Orphan (Newberg et al. 2010). The CMD template models, shown in blue in the last column, have been plotted at the appropriate
distance for the respective streams. The colour-magnitude diagram of the Orphan stream might seem peculiar, but here we only see the
red-giant branch due to the trimming of the data sample below G = 19.5.
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methods!

• Choose either proper motion coordinate as resonant feature
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Figure 4. Properties of a sample of previously-discovered streams, as recovered by the STREAMFINDER. The first, second, third and fourth
rows show the properties of the GD-1, Jhelum, Indus and Orphan streams, respectively. The columns reproduce, from left to right, the
equatorial coordinates of the structures, the distance solutions found by the algorithm (for representative metallicity values), the proper
motion distribution (with observations in red, model solutions in blue, and the full DR2 sample in grey), and the colour-magnitude
distribution of the stars (with observations in red and template model in blue) selected by STREAMFINDER. The distance solutions found
by the algorithm match closely the distance values that have been previously derived for these streams: D� ⇠ 8 kpc for GD-1 (Grillmair
& Dionatos 2006), D� ⇠ 13.2 kpc and ⇠ 16.6 kpc for Jhelum and Indus, respectively (Shipp et al. 2018) and D� = [33 � 38] kpc for
Orphan (Newberg et al. 2010). The CMD template models, shown in blue in the last column, have been plotted at the appropriate
distance for the respective streams. The colour-magnitude diagram of the Orphan stream might seem peculiar, but here we only see the
red-giant branch due to the trimming of the data sample below G = 19.5.

the stream-like structures recovered by the algorithm are not
associated with the extinction correction. In Figures 7 and
8, we present our summary plots made by combining the dis-
tance and metallicity samples for the north and south hemi-
spheres, respectively. The top panels of these diagrams show
the estimate of the distances of these structures (provided
by the algorithm), while the bottom panels show an esti-
mate of the magnitude of the tangential velocity calculated
using the measured Gaia proper motions combined with the
distance estimates. Many structures are beautifully resolved
in this multi-parameter space.

Our aim in this contribution is not to present a thorough
or complete census of halo streams (since it would require

considerable more processing time to examine the necessary
parameter space), but rather to present a preview of the
large-scale stream structure of our Galaxy. Nevertheless, we
have selected by hand a small number of structures that
appear clearly in our maps, with kinematic properties that
distinguish them from the contaminating Galactic popula-
tion, and that are clearly not artefacts produced by Gaia’s
scanning law. A large number of other stream candidates
have a clearly-defined stream-like morphology, but possess
proper motions distributions that are similar to that of the
halo, and we deem that they require further follow-up to be
confident of their nature.

The locations of the five structures we selected are
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Figure 4. Properties of a sample of previously-discovered streams, as recovered by the STREAMFINDER. The first, second, third and fourth
rows show the properties of the GD-1, Jhelum, Indus and Orphan streams, respectively. The columns reproduce, from left to right, the
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& Dionatos 2006), D� ⇠ 13.2 kpc and ⇠ 16.6 kpc for Jhelum and Indus, respectively (Shipp et al. 2018) and D� = [33 � 38] kpc for
Orphan (Newberg et al. 2010). The CMD template models, shown in blue in the last column, have been plotted at the appropriate
distance for the respective streams. The colour-magnitude diagram of the Orphan stream might seem peculiar, but here we only see the
red-giant branch due to the trimming of the data sample below G = 19.5.
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Figure 4. Properties of a sample of previously-discovered streams, as recovered by the STREAMFINDER. The first, second, third and fourth
rows show the properties of the GD-1, Jhelum, Indus and Orphan streams, respectively. The columns reproduce, from left to right, the
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motion distribution (with observations in red, model solutions in blue, and the full DR2 sample in grey), and the colour-magnitude
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& Dionatos 2006), D� ⇠ 13.2 kpc and ⇠ 16.6 kpc for Jhelum and Indus, respectively (Shipp et al. 2018) and D� = [33 � 38] kpc for
Orphan (Newberg et al. 2010). The CMD template models, shown in blue in the last column, have been plotted at the appropriate
distance for the respective streams. The colour-magnitude diagram of the Orphan stream might seem peculiar, but here we only see the
red-giant branch due to the trimming of the data sample below G = 19.5.
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Figure 4. Properties of a sample of previously-discovered streams, as recovered by the STREAMFINDER. The first, second, third and fourth
rows show the properties of the GD-1, Jhelum, Indus and Orphan streams, respectively. The columns reproduce, from left to right, the
equatorial coordinates of the structures, the distance solutions found by the algorithm (for representative metallicity values), the proper
motion distribution (with observations in red, model solutions in blue, and the full DR2 sample in grey), and the colour-magnitude
distribution of the stars (with observations in red and template model in blue) selected by STREAMFINDER. The distance solutions found
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& Dionatos 2006), D� ⇠ 13.2 kpc and ⇠ 16.6 kpc for Jhelum and Indus, respectively (Shipp et al. 2018) and D� = [33 � 38] kpc for
Orphan (Newberg et al. 2010). The CMD template models, shown in blue in the last column, have been plotted at the appropriate
distance for the respective streams. The colour-magnitude diagram of the Orphan stream might seem peculiar, but here we only see the
red-giant branch due to the trimming of the data sample below G = 19.5.
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Figure 4. Properties of a sample of previously-discovered streams, as recovered by the STREAMFINDER. The first, second, third and fourth
rows show the properties of the GD-1, Jhelum, Indus and Orphan streams, respectively. The columns reproduce, from left to right, the
equatorial coordinates of the structures, the distance solutions found by the algorithm (for representative metallicity values), the proper
motion distribution (with observations in red, model solutions in blue, and the full DR2 sample in grey), and the colour-magnitude
distribution of the stars (with observations in red and template model in blue) selected by STREAMFINDER. The distance solutions found
by the algorithm match closely the distance values that have been previously derived for these streams: D� ⇠ 8 kpc for GD-1 (Grillmair
& Dionatos 2006), D� ⇠ 13.2 kpc and ⇠ 16.6 kpc for Jhelum and Indus, respectively (Shipp et al. 2018) and D� = [33 � 38] kpc for
Orphan (Newberg et al. 2010). The CMD template models, shown in blue in the last column, have been plotted at the appropriate
distance for the respective streams. The colour-magnitude diagram of the Orphan stream might seem peculiar, but here we only see the
red-giant branch due to the trimming of the data sample below G = 19.5.

the stream-like structures recovered by the algorithm are not
associated with the extinction correction. In Figures 7 and
8, we present our summary plots made by combining the dis-
tance and metallicity samples for the north and south hemi-
spheres, respectively. The top panels of these diagrams show
the estimate of the distances of these structures (provided
by the algorithm), while the bottom panels show an esti-
mate of the magnitude of the tangential velocity calculated
using the measured Gaia proper motions combined with the
distance estimates. Many structures are beautifully resolved
in this multi-parameter space.

Our aim in this contribution is not to present a thorough
or complete census of halo streams (since it would require

considerable more processing time to examine the necessary
parameter space), but rather to present a preview of the
large-scale stream structure of our Galaxy. Nevertheless, we
have selected by hand a small number of structures that
appear clearly in our maps, with kinematic properties that
distinguish them from the contaminating Galactic popula-
tion, and that are clearly not artefacts produced by Gaia’s
scanning law. A large number of other stream candidates
have a clearly-defined stream-like morphology, but possess
proper motions distributions that are similar to that of the
halo, and we deem that they require further follow-up to be
confident of their nature.

The locations of the five structures we selected are
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• Streams are local overdensities in multiple features — ideal for enhanced bump hunt 
methods!

• Choose either proper motion coordinate as resonant feature

• Learn overdensity anomaly score (using normalizing flows) with remaining five features 71

[DS, Buckley, Necib ‘23] [DS, Buckley, Necib, Tamanas ‘21]

https://arxiv.org/abs/1804.11339
https://arxiv.org/abs/2303.01529
https://arxiv.org/abs/2104.12789
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Figure 3. Upper row: Angular position in (q, _) coordinates (left), proper motion in (`⇤

q , `_) coordinates (center), and photometry (right) of all stars in the
patch centered on (U, X) = (148.6�, 24.2�) . (Note the streaking in angular position due to non-uniform coverage in Gaia DR2.) Bottom row: As above, with
stars identified by PWB18 as likely GD-1 stars shown in red, along with an example search region `_ 2 [�17, �11] mas/yr in proper motion.

Each of these choices of (U0, X0, `
min
_ ) furnishes a search region

and control region pair for the ANODE training step. Overlapping
the SRs in this way allows us to fully capture potential streams in at
least one `_ window when performing a blind search – if the SRs
were not overlapping, then a stream could easily fall at the edge of
two SRs, diluting the signal in each. By selecting SRs which are wide
enough in proper motion to fully contain a kinematically cold stream
and overlapping them by shifts which are smaller than the proper
motion width of a typical stream, we minimize the possibility of this
dilution.

SRs with fewer than 20k stars or more than 1M stars (before the
fiducial cuts) are rejected for ANODE training. The former require-
ment is because too few stars in the SR results in poor density estima-
tion performance, and the latter requirement is to avoid overly-long
training times. In addition, SRs that contained a GC candidate (iden-
tified using a simple algorithm described in App. B) were cut from
the analysis, as the presence of the GC would completely overwhelm
the training (i.e. in an SR containing a GC, the GC would correspond
to such a large, delta-function-like overdensity, that ANODE would
be unable to identify any other overdensity in the SR, such as one
coming from a stream). In the end, we are left with a total of 545 SRs
across the 21 patches of the sky containing GD-1.

To provide an example of an SR, we turn to our sam-
ple GD-1 patch defined in the previous section, centered on
(U0, X0) = (148.6�, 24.2�). We select the SR defined by `_ 2

[�17,�11] mas/yr, which encompasses the majority of the GD-1
stars contained within this patch. This SR is shown in Fig. 3 and

contains 34,823 stars in total, of which 252 are tagged by PWB18 as
possible GD-1 members.

3.2 ANODE: Density estimation

Having defined the search regions, we turn to the probability density
estimation step of the ANODE algorithm. As discussed in Sec. 2,
the stars in our dataset are characterized by two position coordinates,
two proper motion coordinates, color, and magnitude. Having set
aside one of the proper motion coordinates `_ to define the search
regions with, the remaining features (q, _, `⇤q , 1 � A, 6) we will refer
to collectively as ÆG.

Suppose the stars in a patch consist of “signal stars" coming
from a cold stellar stream, and “background stars" coming from
the stellar halo. Let the conditional probability density of the back-
ground stars be %bg (ÆG |`_), and the conditional density for the
data (consisting of background stars plus signal stream stars) be
%data (ÆG |`_) = (1�U)%bg (ÆG |`_) +U%sig (ÆG |`_) where U is a measure
of the signal strength. Then the optimal test statistic for distinguishing
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Figure 3. Upper row: Angular position in (q, _) coordinates (left), proper motion in (`⇤

q , `_) coordinates (center), and photometry (right) of all stars in the
patch centered on (U, X) = (148.6�, 24.2�) . (Note the streaking in angular position due to non-uniform coverage in Gaia DR2.) Bottom row: As above, with
stars identified by PWB18 as likely GD-1 stars shown in red, along with an example search region `_ 2 [�17, �11] mas/yr in proper motion.

Each of these choices of (U0, X0, `
min
_ ) furnishes a search region

and control region pair for the ANODE training step. Overlapping
the SRs in this way allows us to fully capture potential streams in at
least one `_ window when performing a blind search – if the SRs
were not overlapping, then a stream could easily fall at the edge of
two SRs, diluting the signal in each. By selecting SRs which are wide
enough in proper motion to fully contain a kinematically cold stream
and overlapping them by shifts which are smaller than the proper
motion width of a typical stream, we minimize the possibility of this
dilution.

SRs with fewer than 20k stars or more than 1M stars (before the
fiducial cuts) are rejected for ANODE training. The former require-
ment is because too few stars in the SR results in poor density estima-
tion performance, and the latter requirement is to avoid overly-long
training times. In addition, SRs that contained a GC candidate (iden-
tified using a simple algorithm described in App. B) were cut from
the analysis, as the presence of the GC would completely overwhelm
the training (i.e. in an SR containing a GC, the GC would correspond
to such a large, delta-function-like overdensity, that ANODE would
be unable to identify any other overdensity in the SR, such as one
coming from a stream). In the end, we are left with a total of 545 SRs
across the 21 patches of the sky containing GD-1.

To provide an example of an SR, we turn to our sam-
ple GD-1 patch defined in the previous section, centered on
(U0, X0) = (148.6�, 24.2�). We select the SR defined by `_ 2

[�17,�11] mas/yr, which encompasses the majority of the GD-1
stars contained within this patch. This SR is shown in Fig. 3 and

contains 34,823 stars in total, of which 252 are tagged by PWB18 as
possible GD-1 members.

3.2 ANODE: Density estimation

Having defined the search regions, we turn to the probability density
estimation step of the ANODE algorithm. As discussed in Sec. 2,
the stars in our dataset are characterized by two position coordinates,
two proper motion coordinates, color, and magnitude. Having set
aside one of the proper motion coordinates `_ to define the search
regions with, the remaining features (q, _, `⇤q , 1 � A, 6) we will refer
to collectively as ÆG.

Suppose the stars in a patch consist of “signal stars" coming
from a cold stellar stream, and “background stars" coming from
the stellar halo. Let the conditional probability density of the back-
ground stars be %bg (ÆG |`_), and the conditional density for the
data (consisting of background stars plus signal stream stars) be
%data (ÆG |`_) = (1�U)%bg (ÆG |`_) +U%sig (ÆG |`_) where U is a measure
of the signal strength. Then the optimal test statistic for distinguishing
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Figure 3. Upper row: Angular position in (q, _) coordinates (left), proper motion in (`⇤

q , `_) coordinates (center), and photometry (right) of all stars in the
patch centered on (U, X) = (148.6�, 24.2�) . (Note the streaking in angular position due to non-uniform coverage in Gaia DR2.) Bottom row: As above, with
stars identified by PWB18 as likely GD-1 stars shown in red, along with an example search region `_ 2 [�17, �11] mas/yr in proper motion.

Each of these choices of (U0, X0, `
min
_ ) furnishes a search region

and control region pair for the ANODE training step. Overlapping
the SRs in this way allows us to fully capture potential streams in at
least one `_ window when performing a blind search – if the SRs
were not overlapping, then a stream could easily fall at the edge of
two SRs, diluting the signal in each. By selecting SRs which are wide
enough in proper motion to fully contain a kinematically cold stream
and overlapping them by shifts which are smaller than the proper
motion width of a typical stream, we minimize the possibility of this
dilution.

SRs with fewer than 20k stars or more than 1M stars (before the
fiducial cuts) are rejected for ANODE training. The former require-
ment is because too few stars in the SR results in poor density estima-
tion performance, and the latter requirement is to avoid overly-long
training times. In addition, SRs that contained a GC candidate (iden-
tified using a simple algorithm described in App. B) were cut from
the analysis, as the presence of the GC would completely overwhelm
the training (i.e. in an SR containing a GC, the GC would correspond
to such a large, delta-function-like overdensity, that ANODE would
be unable to identify any other overdensity in the SR, such as one
coming from a stream). In the end, we are left with a total of 545 SRs
across the 21 patches of the sky containing GD-1.

To provide an example of an SR, we turn to our sam-
ple GD-1 patch defined in the previous section, centered on
(U0, X0) = (148.6�, 24.2�). We select the SR defined by `_ 2

[�17,�11] mas/yr, which encompasses the majority of the GD-1
stars contained within this patch. This SR is shown in Fig. 3 and

contains 34,823 stars in total, of which 252 are tagged by PWB18 as
possible GD-1 members.

3.2 ANODE: Density estimation

Having defined the search regions, we turn to the probability density
estimation step of the ANODE algorithm. As discussed in Sec. 2,
the stars in our dataset are characterized by two position coordinates,
two proper motion coordinates, color, and magnitude. Having set
aside one of the proper motion coordinates `_ to define the search
regions with, the remaining features (q, _, `⇤q , 1 � A, 6) we will refer
to collectively as ÆG.

Suppose the stars in a patch consist of “signal stars" coming
from a cold stellar stream, and “background stars" coming from
the stellar halo. Let the conditional probability density of the back-
ground stars be %bg (ÆG |`_), and the conditional density for the
data (consisting of background stars plus signal stream stars) be
%data (ÆG |`_) = (1�U)%bg (ÆG |`_) +U%sig (ÆG |`_) where U is a measure
of the signal strength. Then the optimal test statistic for distinguishing
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Figure 4. Left: ' distribution for the SR `_ = [�17, �11] mas/yr in the patch centered at (U, X) = (148.6�, 24.2�) . Stars identified as likely members of GD-1
by PWB18 are shown in red, while the “background" stars (those not tagged as likely GD-1 members by PWB18) are in blue. Right: Significance Improvement
Characteristic (SIC) curve for the same SR, showing the signal e�ciency n( and the significance improvement (signal e�ciency over square root of background
e�ciency, n(/

p
n⌫) as the cut on ' is varied. The vertical lines in both plots designate the ' value that maximizes the SIC curve.
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Figure 5. Upper row: Angular position in (q, _) coordinates (left), proper motion in (`⇤

q , `_) coordinates (center), and photometry (right) of all stars (blue)
in the `_ 2 [�17, �11] mas/yr SR of our example patch centered on (U, X) = (148.6�, 24.2�) . Bottom row: As the upper row, applying the ' > 'cut cut on
the stars in the SR (purple). The GD-1 stream becomes immediately apparent. See text for details.

are anomalous compared to the interpolation into the SR of the CR
density estimate. Stars with proper motion near zero are predomi-
nantly distant stars; this population is not well-represented in a CR
that does not contain (`⇤q , `_) ⇠ (0, 0) mas/yr. An example can be
seen in Fig. 6. If the SR contains this zero point, the distant stars
are (correctly) identified as anomalous relative to the population in
the control regions, but their sheer number completely overwhelms

any other signal in the SR, requiring their removal after training is
complete.

• Cold stellar streams, produced by tidally stripped globular clus-
ters or dwarf galaxies, are predominantly composed of old, low metal-
licity stars. Many existing stream-finding algorithms leverage this by
fitting stars in the stream candidate to isochrones appropriate to this
assumption (see e.g. Malhan & Ibata (2018)). Although the ANODE
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Figure 3. Upper row: Angular position in (q, _) coordinates (left), proper motion in (`⇤

q , `_) coordinates (center), and photometry (right) of all stars in the
patch centered on (U, X) = (148.6�, 24.2�) . (Note the streaking in angular position due to non-uniform coverage in Gaia DR2.) Bottom row: As above, with
stars identified by PWB18 as likely GD-1 stars shown in red, along with an example search region `_ 2 [�17, �11] mas/yr in proper motion.

Each of these choices of (U0, X0, `
min
_ ) furnishes a search region

and control region pair for the ANODE training step. Overlapping
the SRs in this way allows us to fully capture potential streams in at
least one `_ window when performing a blind search – if the SRs
were not overlapping, then a stream could easily fall at the edge of
two SRs, diluting the signal in each. By selecting SRs which are wide
enough in proper motion to fully contain a kinematically cold stream
and overlapping them by shifts which are smaller than the proper
motion width of a typical stream, we minimize the possibility of this
dilution.

SRs with fewer than 20k stars or more than 1M stars (before the
fiducial cuts) are rejected for ANODE training. The former require-
ment is because too few stars in the SR results in poor density estima-
tion performance, and the latter requirement is to avoid overly-long
training times. In addition, SRs that contained a GC candidate (iden-
tified using a simple algorithm described in App. B) were cut from
the analysis, as the presence of the GC would completely overwhelm
the training (i.e. in an SR containing a GC, the GC would correspond
to such a large, delta-function-like overdensity, that ANODE would
be unable to identify any other overdensity in the SR, such as one
coming from a stream). In the end, we are left with a total of 545 SRs
across the 21 patches of the sky containing GD-1.

To provide an example of an SR, we turn to our sam-
ple GD-1 patch defined in the previous section, centered on
(U0, X0) = (148.6�, 24.2�). We select the SR defined by `_ 2

[�17,�11] mas/yr, which encompasses the majority of the GD-1
stars contained within this patch. This SR is shown in Fig. 3 and

contains 34,823 stars in total, of which 252 are tagged by PWB18 as
possible GD-1 members.

3.2 ANODE: Density estimation

Having defined the search regions, we turn to the probability density
estimation step of the ANODE algorithm. As discussed in Sec. 2,
the stars in our dataset are characterized by two position coordinates,
two proper motion coordinates, color, and magnitude. Having set
aside one of the proper motion coordinates `_ to define the search
regions with, the remaining features (q, _, `⇤q , 1 � A, 6) we will refer
to collectively as ÆG.

Suppose the stars in a patch consist of “signal stars" coming
from a cold stellar stream, and “background stars" coming from
the stellar halo. Let the conditional probability density of the back-
ground stars be %bg (ÆG |`_), and the conditional density for the
data (consisting of background stars plus signal stream stars) be
%data (ÆG |`_) = (1�U)%bg (ÆG |`_) +U%sig (ÆG |`_) where U is a measure
of the signal strength. Then the optimal test statistic for distinguishing
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Figure 4. Left: ' distribution for the SR `_ = [�17, �11] mas/yr in the patch centered at (U, X) = (148.6�, 24.2�) . Stars identified as likely members of GD-1
by PWB18 are shown in red, while the “background" stars (those not tagged as likely GD-1 members by PWB18) are in blue. Right: Significance Improvement
Characteristic (SIC) curve for the same SR, showing the signal e�ciency n( and the significance improvement (signal e�ciency over square root of background
e�ciency, n(/
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n⌫) as the cut on ' is varied. The vertical lines in both plots designate the ' value that maximizes the SIC curve.
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Figure 5. Upper row: Angular position in (q, _) coordinates (left), proper motion in (`⇤

q , `_) coordinates (center), and photometry (right) of all stars (blue)
in the `_ 2 [�17, �11] mas/yr SR of our example patch centered on (U, X) = (148.6�, 24.2�) . Bottom row: As the upper row, applying the ' > 'cut cut on
the stars in the SR (purple). The GD-1 stream becomes immediately apparent. See text for details.

are anomalous compared to the interpolation into the SR of the CR
density estimate. Stars with proper motion near zero are predomi-
nantly distant stars; this population is not well-represented in a CR
that does not contain (`⇤q , `_) ⇠ (0, 0) mas/yr. An example can be
seen in Fig. 6. If the SR contains this zero point, the distant stars
are (correctly) identified as anomalous relative to the population in
the control regions, but their sheer number completely overwhelms

any other signal in the SR, requiring their removal after training is
complete.

• Cold stellar streams, produced by tidally stripped globular clus-
ters or dwarf galaxies, are predominantly composed of old, low metal-
licity stars. Many existing stream-finding algorithms leverage this by
fitting stars in the stream candidate to isochrones appropriate to this
assumption (see e.g. Malhan & Ibata (2018)). Although the ANODE
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• 15 “gold plated” 
— found by both 
ANODE and 
CATHODE methods

Via Machinae 3.0: Stream Atlas
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• 66 “bronze plated” 
— found by one method 
but not the other at 
lower confidence

Confirm 15 previously discovered 
streams (not shown here)

• 10 “silver plated” 
— found by one method 
but not the other with 
high confidence

New stream candidates

[Hallin, DS, Krause, Buckley 2509.08064]



Spinoff: discovering new ultra-faint dwarf galaxies

• Helped astronomers to discover 3 new ultra-faint “field” dwarf galaxies


• First as overdensities of star counts in DESI Legacy Survey data


• Then confirmed with dedicated Hubble time
74

[DS+ McQuinn et al (2023a), (2023b)]
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Improvements with CATHODE
[Hallin, DS, Krause, Buckley 2509.08064]
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Passaic and Raritan Streams
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Find two large clusters of 
streams that don’t look like 

anything that’s been found before

Could be remnants of dwarf galaxies, 
or result of exotic orbital dynamics 

(chaos, bifurcation, fanning)

Raritan

Passaic



Collaborators around the world
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