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Human-Driven Native Coding Agents: Products, Models, and the Project Looj

2/24
AGENT PRODUCT / SURFACE
interaction + context « permissions « tool routing
- “«—>
CODEX CLAUDE CODE cursor AGENT | | [ ANTIGRAVITY/
HUMAN i o y &8 GEMINICLI
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HUMAN
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RUNTIME / HARNESS (HUMAN IN THE LOOP)

~ | || & cEminis
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£ J \DRIVER & REVIEWER
| act
| (delegate to agent)

PROJECT ACTION + EVIDENCE
tool calls

repository - shell / compute - web /MCP - files/figures - version history
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model access depends
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code - results -
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Why a Native Agent Alone Is Not Enough for Physics Analysis

rrrs

%44 / SUSTAINABILITY i / DRIFT

l Interruptions erase decisions
and next actions.

Questions, definitions or baselines
change silently.

AE S / REPRODUCIBILITY IE#M / CORRECTNESS
@ Results lose their code, inputsor &~~~ NATIVE AGENT ALONE Plausible output replaces validated

povenance: reason - search - code - tools evidence.

plan - run - inspect - revise

5t#E[E / DEAD ENDS . N e IAF1R % / COGNITIVE DEBT

a \\
C The agent repeats a failed route. ®---- === ] Workspace, log, GitLab and
documents diverge.

0 Takeawa Native agents are powerful executors, but physics analysis needs persistence, reproducibility,
y correctness, and shared memory. A skill-oriented workflow provides these foundations.
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Representative Approaches to Automated HEP Analysis

Work

Core mechanism

Demonstrated HEP task

Boundary and lesson

Dr.Sai
arXiv:2604.22541

JFC
Just Furnish Context
arXiv:2603.20179

Snakemake method
Agent + Snakemake
arXiv:2512.07785

Dedicated runtime: Host delegates
to Planner, Coder, Tester, and
Reflector; built-in scheduling and
memory

Orchestrator moves artifacts through
executor, review, and arbiter roles;
SciTreeRAG supplies papers

Supervisor—coder loop inside a fixed
five-stage Snakemake DAG

Ten J/4) branching-fraction re-
measurements in BESIII

End-to-end studies with ALEPH,
DELPHI, and CMS open data

ATLAS Open Data H — ~7;
success, errors, APl calls, and
cost

Runtime owns orchestration,
DSL/RAG, tools, data, and
facility access

Sequential phases; review at
every handoff; human
unblinding gate

DAG fixes dependencies and
order; the agent writes and
repairs each stage

All three show that agents can execute long technical chains; they differ mainly in where domain
knowledge, execution structure, and collaboration live.

L

Architectures, tasks, and validation boundaries summarized from the cited papers; arXiv links are in the first column

Skill-oriented HEP analysis workflow
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https://arxiv.org/abs/2604.22541
https://arxiv.org/abs/2603.20179
https://arxiv.org/abs/2512.07785

JFC: One Phase Repository, Role-Specific Review

Orchestrator governs the workflow; human provides objective and final gate.

HUMAN

objective - 10% unblinding gate

= |

5/ 24

ORCHESTRATOR
delegate - commit - advance
=] A
EXECUTOR NOTE WRITER TYPESITTER FIXER
code - run - tools record steps, format results fix issues based ===
produce artifacts observations, and figures on reviews
decisions
2 k|

REVIEW PANEL (role-specific)

| PLOT VALIDATOR

CRITICAL REVIEWER
challenge assumptions

PHYSICS REVIEWER

check physics validate figures

S 9

Q

RAG REVIEWER
check retrieval

correctness and methods and tables and citations
T\ ARBITER R e O L
pass - iterate - escalate [
v
ONE PHASE REPOSITORY
= -~ Q
WORK TREE LOGS REVIEWS ARTIFACTS

code - results - figures  experiment - session findings - verdict AN - PDFs - data

Skill-oriented HEP analysis workflow

CURATED CONTEXT |
prompt - methods - corpus. |
SciTreeRAG (papers) E

End-to-End Automation
Orchestrator drives the
workflow across phases.

Q@

Quality by Design
Role-specific reviews ensure
correctness and robustness.

]
Traceable & Reproducible

All artifacts, logs and reviews
live in one phase repository.

Safety with Human Gate
Human sets objective and
controls unblinding.

b © @

Scalable
Clear roles and context
enable long, complex studies.

Q

NEXT PHASE
advance with approved
artifacts only

5/ 24



Which Path Should Govern the Analysis? 6/24

Two routes, different trade-offs. Both deserve exploration.

Route A: Automated (e.g., JFC Style) Route B: Human-in-the-Loop (High-Touch)
Analyst drives the agent closely, step by step

Agent-driven pipeline with structured roles

Ask / Decide

di ion,
B>« > 22->0->8 | /* S = .

Plan Execute Review Arbitrate Advance %=== ? " -
. I ° @
v AR

o
@ [ ) : __T: Choose the Agent Act AAnaIyst Inspect
> =" right mix search, code, in the loop check outputs,
for the task | run, propose assess evidence |
Agents Review Panel 3
do the work check & decide the team,
and the stakes.

Revise / Next
refine, re-plan,

< - or pivot
-—
¢ B = - -~
Consistent Reproducible Tr b I @ e
Flexible Adaptive Creative Judgment

. Best results come from

g 6*_ Key Point 4
- No one-size-fits-all. Automate routine execution; escalate scientific judgment. - humans and agents working together.
6/24
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HEP-Skill Workflow: Humans Review GitLab, Agents Work Everything 7/24
Human (Editorial Board) reviews the reviewable subset in GitLab via dialogue with the agent.

HUMAN / EDITORIAL BOARD
e Y2 Discuss Review

& Clarify GitLab

@ Ask / Update / Discuss i @ Report / Explain / Answer
(Deliverables Only)
v F \
N

NATIVE AGENT (Analysis Team) | @ REVIEW AGENTS (QA Team)

Approve /
Request Changes

Plan - Code - Run - Iterate GITLAB REPOSITORY

Review Surface (Authoritative Deliverables)

Automated reviews across full workspaces

PROJECT WORKSPACE ;
&= </> fad Publish 5 2 S Provide Code Access: All Workspaces
Full code - data - outputs - notes st ( e
s ANALYSIS REPORT < /> core anALYsis CODE | - B ® 8 o
— =
s gk alie e e s o - Paper / Note - Analysis scripts
Jobs - logs - temp files - caches s e uralons
ke - s [ e e 253 <> | B
WORK LOG o) - Results summary | - Reproduction entry | J
Decisions - experiments - insights Feedback d : Review Results Brysics Statetics & od Pocz
- D - 7 deps RNl Review v Reproducibility | Consistency

via lssues. |
INTERNET & MCP TOOLS a e |
Paj - de - b - i
RegarocE e renyoss Q @ Foy @ Open MR / Comment / Report
Versioning Issues MR / Review Releases Continuous quality gate
Agent self-loop: explore - test - debug - improve y
Human Focused =4 Agent Productive Quality Assured @ Traceable & Reproducible Scalable
Humans review only what O Agents work freely in full Review agents check Everything versioned, Clear separation of concerns
matters in GitLab. workspaces. everything automatically. issues & reviews recorded. enables long, complex studies.

— Human <> Agent (dialogue) — Human reviews (GitLab only) ——> Agent <> Review Agents (automation) - = -—-- Feedback loop



HEP-Skill: Five Composable Capability Areas 8/ 24

One bounded responsibility - checkable evidence - portable across projects - SKILL.md =< 300 lines

PHYSICS e

ANALYSIS

< analysis + likelihood + ROOT

EXPERIMENT e
ADAPTATION

* event-stage contract

» CEPC software adapter « figures: producer and validator

& NATIVE AGENT
COMPUTING o selects by DOCUMENT e

evidence / claim DELIVERY

* narrative + HEP documents +
Beamer / PPTX + repository

& =d
_ « local / Ixlogin / Slurm
Ea)

= governed scratch

RELIABILITY 0

« artifacts + code/config +
review + recovery + lessons

E HEP-Skill consists of 24 responsibilities organized into the five families above.
Not a fixed DAG — skills are composed on demand by the native agent.



Experiment Adaptation and Compute Routing Stay Separate 9/

% EXPERIMENT ADAPTATION @ skiis & COMPUTING ENVIRONMENT @ skiis

~ N —
| ’ HEP Event Processing Pipeline
M (gen — sim — reco — ntuple) hep-event-processing-pipeline

J

b Local Workstation IHEP Ixlogin

w b4
= B local-first-compute-routing g1 ¥ 54 ihep-Ixlogin-ssh
[ CEPC Software Workflow : (default)
oo (Key4hep - Gaudi - EDM4hep) cepc-software-workflow
J
l ( Local-first
( . = g B Compute Routing
Project-specific Configuration \
. local-first-compute-routing
h (paths - collections -
| detector condumns) \ >
- i REE e e S Sl >
! =
@ N —}
Stable Analysis Contract o
| (schema - provenance - IHEP Al login / Slurm Governed Scratch
Workspace
| event counts) ihep-ailogin-slurm
N > agent-scratch-lifecycle
® Experiment layers are adapted to produce a stable analysis interface. @ Execution target is chosen on demand; analysis code stays the same.

@ Physics code never depends on where it runs. Adapt experiment layers via stable contracts; route compute via interchangeable targets.



Physics Analysis: Evidence-Oriented Analysis Skills 10 /24

Five complementary capabilities ensure that analysis results are credible, reproducible, and publication-ready.

’ o HEP Analysis Lifecycle O
dh -2X-F -2 N

measurement objects selection model likelihood

Skill: hep-analysis-lifecycle
/ © ROOT Artifact Validation [ l : © Likelihood Fit Validation |~ \
e o o X

= 2
ROOT entries payload metadata ‘% closure toys parity goodness-

of-fit

schema

Skill: hep-root-artifact-validation Scientific Skill: likelihood-fit-validation
Decision

data + model « evidence

o ROOT Overlay & Ratio Plotting |/~_/ / judgment + claim \ e Scientific Figure Validation
A | e | Dl | [ St

>
overlay ratio U"C:“E;’"y publ :Ca‘ ion payload figure caption claim
an plots
Skill: root-overlay-ratio-plotting Skill: scientific-figure-validation

Every scientific claim is backed by machine-checkable evidence.
These five skills work together to transform analysis intent into validated, trustworthy results.



Documentation and Delivery: One Scientific Narrative 11/24

Five complementary skills turn the canonical narrative into all publishable deliverables.

s
| Maintain Project Narrative
| (README) &

Skill: maintain-project-narrative

- Project overview & motivation
- Analysis scope & status
« How to reproduce

e Git Repository Delivery 0
skill: git-repository-delivery
+ Versioned code & data
- Documents & figures
- Release-ready repository

o Image Report =
Editable PPTX

Skill: image-report-to-editable-pptx

e Sync Analysis Note
(note / paper) é

Skill: sync-analysis-note

= « Methods & selections
Canonical AREsu S Prarpretation
Scientific + References & provenance
Narrative

single source of truth
analysis intent - methods
results « evidence + claims

9 Beamer Slide Layout

> @)

Skill: beamer-slide-layout

- High-quality image report
- Convert to fully editable PPTX
* Retain structure & styling

- Scientific slide templates
+ Consistent style & branding
« Auto-generate slide decks

. . o A consistent narrative flows from README to paper,
‘ o One editable source, many publication formats. it wiiy e S IR



Process Reliability: Eight Skills Around Every Analysis 12 /24

Eight complementary skills ensure that every analysis is reproducible, auditable, and continuously improved.

—— EXECUTION ——
e — Workspace — REVIEW —
57@ Progress Log
workspace-progress-log
Artifact Pipeline ﬂ Independent
Governance 6 a Deliverable Review
artifact-pipeline-governance independent-deliverable-review

o o
il

Configuration Contracts Cross-project
(dehardcode-config-contracts) O Current Analysis O— Lesson Audit
dehardcode-config-contracts cross-project-lesson-audit

code + evidence -+
documentation

m Codebase Size Skill Lesson
Discipline ? m Capture

codebase-size-discipline skill-lesson-capture
Subagent Sidecar
Delegation

REUSE subagent-sidecar-delegation — LEARNING ——

These eight skills work together to make analysis

@ Reliability is accumulated through reusable governance skills.

processes trustworthy, maintainable, and continuously better.



LEP Case Study: Joint R,/R./Rs; Measurement
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» » 0.
[%] [2]
o ot
[) [S)
o> o> 0.
o o
T U
N N 0.
(0] (]
=] =
= = 0
dd 1 13 32 26 29 o 28 22 )
l_ I_ |_ I_ I_ l_ I- I_ I_ I_
bb c¢cC ss uu dd bb c¢C sS uu dd 0
event-score argmax event-score argmax
(@) R
Fr T
L i ]
L H ,
This work (DELPHI 94 data) [~ v—+—| - This work (DELPHI 94 data)
L 1 |
L \ ]
L ii ]
DELPHI 1999 (92-95 data) [~ I—%-Q—i — DELPHI 2000 (D mesons, 92-95 data)
L 1 |
L 1 |
C ]
LEP+SLD 2006 [— l—%-l—u — LEP+SLD 2006
L i i
bbb d

0.2150.2160.2170.218
RS

Skill-oriented HEP analysis workflow

T T
DELPHI Prelminary — 1994 8.6 it

8
400000
<
6 6 Z300000
° 2
© 200000
4=
= 100000
2 0
2 Y T T T T . —
o - . 2 L
H
.0 S09f & Peis & posi) ) ) ) )
K] b < o © est b  edenn ® ost
0 0
(b) R¢ (c) RO
R AR TR
- o — L 1
i ] This work (DELPHI 94 data) (— —@— -
- ———i
r i OPAL 1997 (Ry=Rs) [~ +
- i L |
ST A A Bl bl
0.16 017 0.18 0.1750.200 0.225 0.250
R? RS

13/24



One Root

oreAoMEms

Direct R, 2, and K from DELPHI open data

s e,

Scientfic question and curentstas

Coneranad w0 ropagwe. T EP.SLD vaune. - 0313 - i 0

oty o

1.Produce ParticleNet inputs from NanoAOD.

"S(LEP_PYTHON B production/process_sanples.py \
-output-ront “${LEP_THPUT_ROOT}" \

Ficial-nanosod “${LEP_OFFICTAL IKOADD} \
tau-nanoaod "${LEP_TAU NANDADD" \

~sample atl

~-sunmary "${LEP_TIPUT_ROUTH fnanifests/Foatures. son” \
soatures

A Bounded smoko uses  now outout root and an sxpliit sampl:

"S{LEP_PYTHON B production/process_sanples.py \
~-output-raot./absolute/non-snoks-ront \

-official-nanaaod *${LEP_UFFICTAL UANDADD" \
oo dato 1994 \

sy [absoluto/nov-suoko-roat/ foaturos-datadé. son |
ures ~-nax-output 1085

_particto_fosturas.C

. wites the

2 Evautotheroze PartceNet madst.
[———

--sanple al1 \
${LEP_TIPUT_ROOTH/nanifests/scores.Json” \

scores \
~-nodsl-rost "S{LEP_HODEL_ROVT}" |
--weaver. “${LEP_NERVER BTN} \
gz 0\

“-bten-size 512

e =

Scone_Label_+ oranch

Crun_num, event_num)

checkooin,

s,

1080

1 e, T s

Skill-oriented HEP analysis workflow

ot s toseser the imulaton st

2. Bull it caches and selection efficlencles

README: The Human-Facing Narrative

NARRATIVE
question - result

scope

REPRODUCE
inputs - command

- checks

RESULT
SOURCE

canonical result

artifacts

14 /24



Eacrosschecks
E3reporting
E3validation

@ configuration.py

@ counting_model.py
@ energy_control.py
& fit_engine.py

& fit_inputs.py

. likelihood.py

@ measurement_fit.py
& response_calibration.py

& response_priors.py

un_fit.sh

@ systematic_model.py

@ target_response_variations.py
 tau_background.py

@ working_point_systematic.py

Skill-oriented HEP analysis workflow

Last commit

Organize analysis code by responsibility

Organize analysis code by responsibility

Organize analysis code by responsibility

Propagate beam energy and protect nominal reports
Profile finite selection-efficiency statistics

Write valid energy-control JSON

Use stable optimizer-coordinate toy intervals

Profile finite selection-efficiency statistics

Define source-explicit RooWorkspace likelihood
Profile finite selection-efficiency statistics

Profile finite selection-efficiency statistics

Profile finite selection-efficiency statistics

Organize analysis code by responsibility

Propagate selection efficiency statistics in annual diagnostics
Serialize target response run summary

Complete and simplify the 1994 analysis chain

Profile finite selection-efficiency statistics

Core Code in Git: The Reproducible Measurement

MODEL

likelihood - systematics - response

RUN

fit - validate - cross-check

BOUNDARY

code - config - tests in Git

data - caches external



Review

Name

Eareviews

B3 static

analysis_note.pdf

Tex analysis_note.tex
change-ledger.json

paper_draft.pdf

Tex paper_draft.tex

paper_supplement.pdf

Tex paper_supplement.tex

review_talk.pdf

X review_talk.tex

Skill-oriented HEP analysis workflow

Last commit

Record independent layout review

Simplify repository around current 1994 analysis
Correct DELPHI comparison references

Correct DELPHI comparison references

Record independent layout review

Correct DELPHI comparison references

Correct DELPHI comparison references

Correct DELPHI comparison references

Correct DELPHI comparison references

Correct DELPHI comparison references

Correct DELPHI comparison references

Documents: One Result, Different Depths

Review talk

evidence - open decisions

Analysis note

full method - appendices

Paper + supplement

publication argument - detail

Review record

findings - decisions - re-checks



Paper Draft: Evidence, Review, Cross-check, Revise

(Dated: 11 August 2026)
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3= 52 > hadeons) ©
basic tests of the flavor structure of the neutral cur-
4. The final LEP+SLD combination gives the most
o hewry v benchmarks, RS = 021620::0.00000

1R = 0.1721 + 00030 (1]. The individual DELPHI
asurements [2, 3 provide historical DELPHI cormpar-
15, althongh heir tgging methods iffr from that
H i ‘Savors is much

irser: the OPAL strange-quark result used identified
bmomentum hadrons and the theoretical condition
Sl
sarticleNet. introduced particle-cloud representations
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generated with KK2F [15). Simulated Z — 77 doce
give a small fixed background. The event representati

ParticleNet network returns five Savor probabilities. T
ample is disjoint from network tra
ing and validation, and its fnite-sample uncertainty
opagated; measured data wero not used in training,
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9. Of the remaining events, the c-tag selects 5, >
and s > 6 the stag then requires 5, > max(s,
and 5, > 8, All other events enter the remainder. T
points in both detector regions are fixed from
deined svmulaic:purty roquirements befor examiai
the 1994 measurement counts or data/simulation resic
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thresholded exclusive-category response pig. '
rate uit and dd rows retain light-favor structuro that
combined only in the counting model
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1 simulation shows a corresponding change in the fia-

xesponse. We therefore do not combine the two de-
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DRAFT

canonical result — journal story

REVIEW

physics - statistics - code - sources

CROSS-CHECK

test every claim-changing finding

REVISE

paper + supplement — re-review
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FIG. 1. Five-flavor ParticleNet

event-score argmax

for (a) the barrel and (b) the

int held-out i
endeap. Tows give the true 7 » 47 cvent clas, columns the cvent.score argma%, and entrics are Fow-normalised Porecntages

the nominal nuisance state, priq = P(k | ,7); away from
it, prig is the corresponding response coefficient. The

rectors 0, are the response-source nuisance parameters,

K the d-kaon response nuisance, and f, the nor-
malized selected flavor fraction, with éqRq. Here
€ i8 the common-selection efficiency for flavor g, and

relative-flavor response modes among the .

= L.LT and the eight response
shifts are 3, L.8,. The likelihood contains the cight
Poisson terms and all nuisance constraints used for the
quoted covariance.

The response is constrained independently of the 1994
measurement. The 1995 low-, peak-, and high-energy
data categories are interpolated to the nominal Z-pole
energy: In each detector region, the simulated thresh-
olds are adjusted to reproduce the 1994 si
and s efficiencies. The matched da(a/slmulauon tr:
ence defines a zero-centered covariance over all eight re-
Sponse cohmms. . Controlsample statistics, finito 1901
simulation statistics i both the category response and
a separate
1994 deLeclor/mCH variation, the LED boam-onergy cal
ibration [16], and a charged-kaon response constraint are
propagated in the likelihood. Purity-preserving threshold
variations test the stability of the fixed category defini-
tion.

igure 2 shows the eight observed counts and fitted
expectations. The fit gives the pole ratios

0.21613 00004511 £ 0.00122,yu1,
RY = 0.17051  0.00091., % 0.00357,1,
RY = 0.19705 % 0.00271 404 £ 0.01718,yt @

The production-to-pole conversion applies the standard

FIG. 2. Observed 1994 event counts and fitted expectations
in the four exclusive categories in the barrel and endeap. The
lower panel shows the data-to-fit ratios with statistical uncer-
taintics from the obscrved counts.

shifts AR, = +0.0002 and AR. = —0.0002 and leaves the
covariance and RY, unchanged [1]. The derived result is

RS, = 0.41631 + 0.00287,ac + 0.01664ys

The correlations of the quoted total covariance are p. =
~0.345, py, = 0.070, and ps 5. Figure 3 com-
pares the three measurements with the corresponding
single-experiment and combined LEP benchmarks.

A run-disjoint likelihood-ratio test of the 1994 and
1995 samples gives ¢ = 1.45 and p = 0.708, consistent
with a common (R{, R?, RY) point. This control check
does not alter the nominal all-1994 result or combine the

years.
Tests with injected signals and independent pseudoex-

(@R2 () R? ©R2
s o OELPH 98 i) |-+t s ek OELPH O et - e o
—e— ——]
oraroramra | e
Ry g R

FIG. 3. One-dimensional comparisons for (a) R, (b) Y, and (c) R
tal one-iandard-deviation uncerainies dashed lines mark the
are historical DELP: . obtained with differ

the nominal 1 thin outer bars show to
Standard Model values. The DELPHLouly R and RY results

Thick inner bars show the statistical uncertainty of

parisons, ent
tagging methods and partly overlapping the 1994 data used here [2, 3]. The EDTSLD comblmtions ate cho most precise

ied heavy-flavor benchmarks 1]; they inc

de DELPHI and are

ot statistically independent of the DELPHI-only entries.

The OPAL R result assumes R = K., unlike the nominal measurement [4]

periments validate the fit response and reported intervals.

The total R2 uncertainty, 0.00368, is smaller than that
of the most precise standalone DELPHI determination,
obtained from D-meson production and charm count:
ing [3], although above the combined LEP+SLD preci-
sion [1]. For RY, R, and RY, the systematic components
exceed the counting uncertainties. Figure 4 shows the
statistical systematic variance split and the relative im-
pacts of grouped uncertainty sources.

The result directly determines R, R?, and RO with-
out imposing down-strange flavor symmetry. At high-
statistics Z programs plaaned for CEPC and FCC-
ce [12, 17], larger flavor-control samples cctor
calibration could reduce the response calibration contri
bution.

This work is an external analysis of DELPHI open
data and does not represent or imply endorsement by
the DELPHI Collaboration. We thank the DELPHI data
preservation effort and CERN Open Data Portal for pre-
serving the data and software environment.

Data and code availability. The analysis code,
machine-readable result, ropore sources, roaponse and val.
idation records, external-input bundle identities, and re-
production commands are provided in the accompanying
GitLab repository. The DELPHI data are governed by
the DELPHI open-data. policy [13]; full event files and
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LEP (R,/R./R;) Analysis: A Long and Winding Road
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From May 16 to Aug 18, 2026 - 386 commits - 16 major turning points

Main route (kept)

Abandoned / alternative

Human intervention
(eritical decision)

AN

Major obstacle
all fail

checks

@ ) May 16—
Re-only looks perfect, ‘
but protected-axis fails
« R, shifts 0.1725 - 0.2178
- x?/ndf = 7.19

@ vay 16

@ May 17-23
Data-driven corrections
tried, then abandoned
« Per-variable, multi-axis,

score-conditioned,

PNN, 4-bin...
« Circularity risk

@May18

taggers ‘

- No independent
charm anchor
« Poor protected-axis

@ May 26

Add A,
then fix bug

* Double-dilution

From per-flavor
to joint counting fit
* (Rp, Rc) —

(R, Re, Rs)

+ Early R, result
invalidated

+ 8 exclusive categories J

= Fit Ry, Re, Ry, Arg

found and fixed

(7) May 26-28
Try 1992-1995

combination,
then reject

much worse
Ry up ~23%
« Fit quality collapses
- Back to 1994-1995

bug

Ve
~

\
«

& @Mayao-mnw—

Likelihood grows from

9 to 17 parameters

*9—-10—-11 1517
- Split by flavor, region, PID

« Fix near-degenerate
correlations

- Jun 10-17

Many bugs & diagnostis

4 force rebuild

= Norm, cos8, dE/dx mask,
kaon corr. side, frag mode,
transform, threshold...

« Re-run & regenerate

)

- 1992-1993 acceptance

o8
Barrel-only «
Eight-bin
switching

- Barrel-only for

nominal

= Hardcode
envelope
- Nonlinear

N « Profile as 18th NP
9 “R.syst 0.0297 — 0.0324,
k (central +0.0014) J

PH b

« Endcap tension
& strange-tag issues

« Return to 8-bin DT

12) 50
Fragmentation syst.
underestimated ~5 x

-30

one day

n 26-29

&wrong

in o

ADun19-25

Double-tag constraint
redefined 3 times

- DT + column dec.

« Shared DT nominal

« DT error only

= Column-decomp prior
(final)

@ July

Shift to source-only /
MC-only controls |
+ Source-only checks.
+ MC-only thresholds
- Tighter purity

« Full 18-NP closure

+ Post-fit GOF audit

Wwe
‘14 Jul 27 - Aug 4
1994+1995 nominal |
promoted, then
reversed same day |
« Promoted (Aug 4)
- Not independent
« Revert: 1994 measure,
1995 control

—7
A5) Aug 811

Response rebuilt twice | e
Final: event-disjoint
1994 response

Executable likelihood
& final delivery

« Held-out 1994 response

« Coverage checks (toys)

« Kaon & light—strange
audits

- RooFit parity

» Full covariance

= Selection-eff. stats

« Disjoint toys

« Paper, figures, code sync

‘1&.'

KEY TAKEAWAY
Not a straight path.
Many dead ends.
Many human decisions.
Built on hard lessons.

16

Major turning
points

S
> >10
&
Abandoned
routes

P2

Critical human
interventions

Sl
W ~10
Major bugs
fixed

4k 18

Nuisance
parameters in
final model

o(Ry) o(R.) o(Rs)
0.00130 0.00368 0.01740

(Including selection-efficiency MC statistics)



Learn in real analysis, turn tacit experience into reusable Skills.

End-to-End

Build with a Lighthouse Analysis and the Lessons from Pitfalls;

Lift with Effective Skill Testing.

Together, they create a reusable, trustworthy, and continuously evolving Skill system.

o Build with a Lighthouse Analysis and Lessons from Pitfalls e Lift with Effective Skill Testing

Choose Pitfalls & Abstract & Validate & Design Test Automated Analyze & Feedback &

Lighthouse Goal Analysis Failures Codify Iterate Suite Evaluation Locate Improve
(d

& ~ A - A E O rd Rl
Define scope and Execute the full Record issues Design reusable Apply to new tasks Cover scenarios Consistent, fair, Find issues and Update Skills
success criteria analysis chain and root causes Skills. ind refine and i it ing: and docs

The Real Journey of a Lighthouse Analysis Multi-layer Skill Testing (Examples)
End-to-end Analysis Test
s Reliable result, Complete analysis vs. physics goals
A ) reproducible

| systematic bias,
impact on resutt

decumentation

Pitfall 2 |

| Unstable selection,
| side effects

VNGEE
[,

plan mismatch
Define the problem |
andfirst plan

From Pitfalls to Reusable Skills

(4 ]

Method Reusable Code Checks & Knowledge Cross-project T
Specification & Templates. Validation Base Reuse Y
Glear steps Tools and Quality and Principles and Transfer and Areestlts

and standards snippets. consistency decision logic combine correct?

A Virtuous Cycle That Accelerates Both Truth and Reuse
Lighthouse analysis reveals real problems and insights.

Testing ensures quality and boundaries.

Together, they drive the Skill system to evolve and earn trust.

- iq

S

W

Stable under
perturbations?

Skill Combination Test
Multi-Skill collaboration & order

Single Skill Function Test
Core functions & input/output

Routing & Activation Test
Use the right Skill at the right time

Fundamental Capability Test

Search, compute, tools, math

Key Metrics We Care About

o

©

Y
Consistent across
runs?

Time & cost
effective?

Lighthouse : Learm) Effective
Analysis mpLove Testing
Trust

Use scientific testing to find issues, measure capability, and drive improvement.

Monitor &
Track

Continuous metrics
ale

e.g., H - TT end-to-end comparison
e.g., uncertainty evaluation chain
e.g., likelihood validation

e.q., 78 scenarios routing accuracy

e.g., formulas & numeric calculations

P
anfl
Coverage

Coverage of cases
& boundaries?
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Skill Activation Across Three Runtime/Model Setups

SAME SKILLS, THREE SETUPS

ROUTING CORPUS 78 CASES
78 reviewed scenarios cover 24 Skills and all 24 routes.
Expected sets contain 107 required Skill instances;

multi-Skill cases add more than one.

ACTIVATION SUBSET 6 TASKS / 9 READS
Generic likelihood validation

Mixed Al/HEP evidence + artifact chain
Local/remote compute choice

CEPC workflow + event-processing chain
Uncertainty closure + likelihood validation
CEPC-software vocabulary only

NN =N -

Codex Codex Claude Code
GPT-5.6 Sol GLM-5.3 GLM-5.3

medium high high
Required-Skill recall 107/107 107/107 104/107
Fully correct cases 67/78 71/78 65/78
Forbidden selections 0/83 0/83 2/83
Required Skills opened 9/9 9/9 9/9
Tasks with all reads 6/6 6/6 6/6
Median to all reads 24.0s 17.3s 17.2s
Range 15.9-33.4 s 14.7-25.9 s 9.1-105.4 s
Required order 1/2 2/2 1/2
Full-task repeat 9/9 9/9 8/9

Routing recall and full-case correctness use different denominators. A Skill read is not rule compliance or task quality.

Skill-oriented HEP analysis workflow
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[ ]

S

<

@@

(&

CMs 2012
Open Data

H— 77 (uty)

8 TeV

Same inputs,
tools & versions

Strategy

Define goals,
signals, regions,
cbservables

JFC
orchestrator
+ roles

HEP-Skill
M e -
Same compute on-demand Skills
& time budget
@ Native

native agent

only
Same data

release rule

A\

First Attempt

!

from scratch

Critical failures never average away.
Any critical failure leads to a low score

regardless of other scores.

ne physics task. Same resources. Only the analy:

@ _.

Full-Analysis Test Design

CMS Open Data H- Tt (uT,), 8 TeV

Same End-to-End Analysis Chain for All Methods

method changes.

Exslore Process & Expected 10% Data Docamast
P Selection Result Validation
e . W o &
Data/MC check, Event selection, Estimation, Compare with Final results,
! i 10% observed figures, tables,
variables categories data (fixed) narrative/README
S o
P
(J (J >
U e e () (J >

Eachmethod starts —# __J Agent continues independently

Same Feedback Package

One commen feedback.
to all methods

Autonomous Continuation
S -0 ~Q

within the same budget

N

No ideal predecessor is inserted.
No group is given a pre-made “perfect
result” to continue from.

G

Final Reachable Quality

Judge the best quality each
method can finally reach

md What Do We Compare

‘Completion & Correctness
How far it gets and
how right it is

Validation & Safety

‘Soundness of checks,
risk control

Recovery & Supervision
Can it recover from failures?
How much human help

is needed?

Adaptability

Can it adapt to new findings
or changing conditions?

Efficiency
Time/compute used vs.
quality achieved

Only 10% observed data is opened
in the primary test.

The remaining 90% requires separate authorization.

Each method is run under identical conditions. We compare what they can achieve, how reliably they get there,

and how safely and efficiently they operate.
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Summary

A Skill-based HEP workflow

Agents do the work; Humans retain bounded scientific responsibility.

A lighthouse analysis

Many real pitfalls became reusable lessons.

A layered evaluation system

We are testing Skill activation and full-analysis performance.

Still under development

We expect Skill-based analysis to become increasingly common.

Skill-oriented HEP analysis workflow 23 /24



Release, Repositories, and Installation

HEP-Skill HEP-Skill Evaluation LEP Open Data

PRODUCT EVIDENCE CASE STUDY

https://code.ihep.ac.cn /shuohan,/hep-skill https://code.ihep.ac.cn /shuohan/hep-skill-evaluation https://code.ihep.ac.cn/shuohan/LEP_legacy_Zqq

R LRt T @ curren: canidte

git clone https://code.ihep.ac.cn/shuohan/hep-skill.git

cd hep-skill

python3 scripts/manage_skill_system.py check

python3 scripts/manage_skill_system.py install (dry run)

python3 scripts/manage_skill_system.py install Codex + Claude Code; Codex recommended.
--backup-dir ../hep-skill-install-backup-0.10.0-rc.16 --apply ~

0.10.0-rc.16 - source 6d7115b
24 Skills - Python 3

01 instruction contracts - 24/24 routes
10/10 script smokes - no source/runtime drift

Skill-oriented HEP analysis workflow 24 /24
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