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A FEASIBILITY STUDY OF TRANSFORMER-BASED
TRACK TRIGGER ALGORITHM FOR CEPC
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Abstract—The Circular Electron Positron Collider (CEPC)
is envisaged as a multi-purpose facility operating as a factory
for Higgs, Z, W bosons, and top-quark pairs (tt̄), aimed at
achieving high-precision measurements that will rigorously test
the Standard Model and probe for new physics. As a future
high-luminosity collider, the CEPC will produce a vast number
of events, which should be filtered by a trigger system to reduce
the data for storage.

Charged particles traversing the detector leave sequences of
energy deposits, known as hits, which form distinctive trajecto-
ries, or tracks. Identifying these tracks and utilizing them for
trigger decisions is a conventional and fundamental strategy in
high-energy physics experiments. Originally the cornerstone of
modern Large Language Models, the Transformer utilizes a self-
attention mechanism to efficiently capture global correlations
within sequential data. While this capability has found success in
high-energy physics for complex tasks like jet classification, the
targeted application of Transformer-based algorithms to track-
based trigger remains less widespread. Therefore, this work
focuses exclusively on evaluating the feasibility, performance, and
computational efficiency of deploying Transformer encoders for
track triggering at the CEPC.

Index Terms—CEPC, track-based trigger, Hough Transform,
Transformer

I. INTRODUCTION

The discovery of the Higgs boson by the ATLAS and
CMS collaborations at the LHC in 2012 provided strong
confirmation of the Standard Model [1], [2]. Building on this
achievement, scientists have proposed the Circular Electron
Positron Collider (CEPC). Designed to serve as a multi-
purpose factory, the CEPC will produce abundant samples
of W, Z, and Higgs bosons, as well as top-quark pairs
(tt̄), enabling detailed studies of the fundamental particles to
advance our understanding of the Standard Model. In addition,
the CEPC provides a crucial experimental platform for studies
of flavor physics and Quantum Chromodynamics (QCD).

The CEPC is designed to operate primarily at 240 GeV for
Higgs studies within a 30 MW baseline synchrotron-radiation
power, with additional operation at 91 GeV for Z boson studies
(requiring only 12 MW) and at 160 GeV for W-boson studies
(30 MW). A future upgrade to 50 MW would further increase
the Higgs event yield and extend the physics program to 360
GeV for top-quark studies [3]. Since Higgs physics is one
of the primary scientific objectives of the CEPC, this study
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focuses on the 50 MW Higgs-mode configuration as a physics-
motivated benchmark scenario. Under the projected design
parameters, this mode provides higher luminosity and event
rates than the baseline Higgs configuration, thereby imposing
increased requirements on online processing and computing
resources. The 50 MW Higgs mode is therefore used as a
demanding benchmark for evaluating the efficiency, latency,
and scalability of the proposed trigger algorithms within the
Higgs-program scenario.

To achieve precise charged-particle track reconstruction and
accurate particle energy measurements, the CEPC reference
detector adopts a multi-layer detector architecture consisting
of the vertex detector (VTX), inner tracker (ITK), outer
tracker (OTK), time projection chamber (TPC), electromag-
netic calorimeter (ECAL), hadronic calorimeter (HCAL), and
muon system (Muon), as in Fig. 1.
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Fig. 1. CEPC detector overview [3].

After detector signals are recorded, the corresponding data
volume is determined by the readout time window of each
sub-detector. Under the 50 MW Higgs running scenario, the
readout time windows, data volumes, and data rates for the
individual sub-detectors are summarized in Table I.

In the current CEPC Trigger and DAQ design, the baseline
scheme employs a hardware-triggered readout architecture.
A full software trigger scheme is considered as a potential
upgrade, as it can reduce the complexity of detector electronics
and cabling while offering greater flexibility for implementing
and updating reconstruction algorithms. In this work, we focus
on the application scenario of a full software trigger.

As illustrated in Fig. 2, the online processing chain of a full
software-trigger-based readout can be divided into two stages.
The first-stage performs fast preselection using lightweight
algorithms on the incoming data stream, not only to reduce
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TABLE I
CEPC REFERENCE DETECTOR DATA VOLUME [4].

Sub-
detector

VTX ITK OTK TPC ECAL HCAL Muon Total

Time
windows
(ns)

69 69 69 34000 69 1000 69 –

Full Data
(Gbps)

130 21.2 82.7 26.4 752 26.6 <1 1040

Data size
/ bunch
(kB)

12.1 1.98 7.71 2.46 70.1 2.48 <0.1 96.9

Bunch
crossing
(MHz)

1.34 1.34 1.34 1.34 1.34 1.34 1.34 1.34

the processing load on the second stage, which applies more
precise reconstruction and refined event selection based on cal-
ibrated data, but also to alleviate the pressure on intermediate
buffers used to store events for calibration. The algorithm stud-
ied in this paper is intended for deployment in the first-stage
online processing, where low latency, algorithmic simplicity,
and stable throughput are essential requirements.

Fig. 2. Schematic diagram of the online data processing flow under the
software trigger scheme, adapted from Ref. [3].

In the first-stage processing, simple and computationally ef-
ficient algorithms can be employed for rapid preliminary event
selection. Track-based selection is a conventional strategy
in collider experiments, since charged particles produced in
collisions leave characteristic hit patterns in tracking detectors,
allowing events of interest to be identified. In this study, we
investigate a Transformer-based method that exploits the atten-
tion mechanism to capture global correlations among detector
hits, infer track-related patterns, and perform event selection.
The Hough Transform, a classical track-finding method with

good general applicability and robustness against noise, has
also been mentioned in the CEPC TDR [3] for track-based
trigger. It is therefore adopted as an important benchmark for
comparing the trigger accuracy and processing time of the
proposed Transformer-based method in first-stage processing
nodes.

II. DATASET

The dataset used in this study consists of 10,000 simulated
collision events generated with Monte Carlo (MC) simulations.
The choice of physics processes and the dataset construction
are made with reference to the CEPC TDR benchmark studies,
in order to provide a representative evaluation scenario for
the proposed track-based trigger algorithms. The selected
physical event samples include four primary physics processes:
Z(νν̄)H(bb̄), Z(νν̄)H(µ+µ−), qq̄, and µ+µ−, each account-
ing for 12.5% of the total dataset. The remaining 50% of
the dataset consists of beam-background events, forming a
balanced binary event-classification sample with equal propor-
tions of accepted and rejected event classes. The four physics-
process samples are labeled as accepted events, while the
beam-background-dominated samples are labeled as rejected
events.

A key feature of the dataset preparation is the deliber-
ate injection of background hits into the signal-like events.
While pure MC physical simulations provide isolated physics
events, real experimental data inevitably contain additional
background activity. To better approximate such conditions,
background hits are superimposed onto the selected physics
events to emulate the contamination expected in realistic
online data taking. This procedure is important for evaluating
the robustness of track-trigger algorithms, since additional hits
directly increase the difficulty of identifying meaningful track-
like structures.

Both the Hough Transform and the Transformer-based al-
gorithms are evaluated on the same contaminated dataset to
ensure a fair comparison.

III. HOUGH TRANSFORM

The Hough Transform is a classical method for detecting
geometric patterns by mapping points from coordinate space
to a parameter space, and it has been widely used for fast track
reconstruction in high-energy physics experiments [5], [6].

To illustrate its basic principle, consider a straight line in
coordinate space described by

y = kx+ b, (1)

which can be rewritten as

b = −kx+ y (2)

in the parameter space (k, b). Under this mapping, each point
in coordinate space corresponds to a curve in parameter
space. If multiple points lie on the same straight line, their
corresponding curves intersect at a common point in parameter
space. This intersection determines the parameters of the
original line, and the associated points in coordinate space
are therefore identified as lying on the same straight line, as
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illustrated in Fig. 3. By accumulating such intersections, often
referred to as “votes”, the Hough Transform can determine
whether a straight line exists among the points in coordinate
space, distinguishing genuine lines from random combinations
of points.
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Fig. 3. Hough Transform for line detection: schematic diagram.

The Hough Transform is not limited to straight-line detec-
tion. Once a specific curve equation and its corresponding
parameters are defined, the same voting procedure can be per-
formed in the associated parameter space to identify whether
such a curve exists among the input points. In the context
of the CEPC, charged particles predominantly follow helical
trajectories under the solenoidal magnetic field. The helices
can be parameterized using three parameters. In this study, we
adopt the following parametric representation in the cylindrical
coordinate system (r, ϕ, z) [7]:

rκ

2
= sin(ϕ− ϕ0), z = tanλ · s, (3)

where κ and ϕ0 describe the curvature and initial phase in
the transverse (r, ϕ) plane, and λ characterizes the pitch angle
along the longitudinal direction.

For high-momentum tracks (pT > 2GeV), the small-angle
approximation sinx ≈ x is applied, leading to the linearized
trajectory

rκ

2
≈ ϕ− ϕ0, z ≈ tanλ · r. (4)

Based on (4), we search in the three-dimensional (κ, ϕ0, λ)
parameter space to determine whether a group of hits can
simultaneously satisfy the condition of lying on the same
defined curve.

A. Deployment and Performance

For the Hough-based track finding, a three-dimensional
parameter space is constructed using the helix parameters
(κ, ϕ0, λ), with ranges

0 < κ < 0.0025, −π < ϕ0 < π, −π < λ < π.

Each parameter dimension is uniformly divided into 100 bins,
resulting in a total parameter space of 100× 100× 100 bins.
Within this parameter space, we search for a set of parameters
that allows multiple detector hits to lie on the same helix.

To reduce random hit combinations, the Hough voting is
performed independently in each tracking sub-detector and
for each of its distinct regions, including the VTX, the ITK
barrel and endcap, and the OTK barrel and endcap. Within
each region, we check whether a set of helix parameters is

supported by enough hits to form a candidate helix. For the
VTX, only the outermost four layers are used to provide stable
track-seed information while avoiding the dense inner-layer
hits.

A parameter-space bin is accepted as a track candidate only
if it satisfies the following conditions in the respective sub-
detector regions:

• the vote count in the VTX region is at least 3. Here,
the requirement of at least three votes indicates that at
least three hits in that region lie on the same helix,
providing evidence for the existence of a candidate helical
trajectory.

• the vote count in the ITK barrel or endcap region is at
least 3;

• and at least one vote is recorded in either the OTK barrel
or OTK endcap region.

A parameter-space bin is accepted as a candidate helix
in a given region only if it receives a sufficient number
of votes. The binary event-selection efficiency obtained with
the parameters described above is summarized in Table II.
In this study, events are classified as either good or bad
according to the reconstructed track-candidate pattern. For the
physics-process samples, the quoted efficiency is the good-
event selection efficiency, defined as the fraction of events
accepted as good events. For the beam-background sample,
the quoted efficiency is the background-rejection efficiency,
defined as the fraction of bad events rejected by the selection.

TABLE II
PER-PROCESS EVENT-CLASSIFICATION ACCURACY OF THE HOUGH

TRANSFORM BASELINE.

Process Hough Transform Efficiency
Z(νν̄)H(bb̄) 100%
Z(νν̄)H(µ+µ−) 93.2%
qq̄ 98.88%
µ+µ− 83.36%
Beam background 96.68%

For a fair comparison with the GPU-based Transformer
method, the Hough Transform is also implemented on GPUs.
Specifically, we adopt a one-thread-per-hit strategy, where
each detector hit is processed by an individual GPU thread.
The measured average per-event processing time is summa-
rized in Table III.

TABLE III
AVERAGE PER-EVENT PROCESSING TIME OF THE HOUGH TRANSFORM ON

DIFFERENT HARDWARE PLATFORMS. (THE GPU TIME IS MEASURED
UNDER THE MAXIMUM-THROUGHPUT CONFIGURATION)

Hardware / Platform Time per event (µs)
Intel(R) Xeon(R) Gold 6442Y, single core 1142.22
NVIDIA RTX 4090 44.81
NVIDIA A800 26.97

IV. TRANSFORMER

The Transformer is a widely used neural-network archi-
tecture introduced by Vaswani et al. in 2017 [8]. As shown
in Fig. 4, unlike traditional models that rely on recurrent or
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convolutional structures, the Transformer is based entirely on
the self-attention mechanism, which enables the establishment
of long-range global dependencies directly within sequential
data. This capability has led to its remarkable success in
sequence-based tasks such as natural language processing and
has facilitated its widespread adoption in various problems
involving complex correlation modeling.

The core operation of the Transformer is the Scaled Dot-
Product Attention, which is computed as follows:

Attention(Q,K, V ) = softmax

(
QKT

√
dk

)
V, (5)

where Q, K, and V denote the query, key, and value matrices,
respectively, derived from the input sequence through linear
projections. The scaling factor 1/

√
dk is introduced to prevent

the dot-product values from growing too large in magnitude,
thereby stabilizing the gradients during training.

It is worth noting that the Transformer-based approach
shares a conceptual similarity with the Hough Transform
discussed earlier. In the Hough Transform, hits belonging to
the same track are mapped into the parameter space, where
they tend to intersect or cluster around a common parameter
region. In this sense, the Hough Transform identifies track
candidates by exploiting the spatial relationship of hits in a
geometrically defined parameter space.

Similarly, the Transformer encoder can be regarded as a
learnable mapping from detector-hit features into a high-
dimensional representation space. From this perspective, hits
originating from the same track may also exhibit certain
correlations or proximity relationships in the learned feature
space.

Meanwhile, the Transformer encoder is well suited for par-
allel computation, since the self-attention mechanism allows
correlations among detector hits to be evaluated simultane-
ously. This makes the model suitable for GPU implementation
and beneficial for online trigger applications.

In the field of high-energy physics, this global modeling
capability demonstrates significant potential. Final-state parti-
cles in collider experiments often exhibit intricate kinematic
correlations. For instance, in jet classification tasks, the Trans-
former has been proven effective in capturing correlations
among constituent particles within a jet, thereby substantially
improving classification performance [9]. Similarly, there have
already been studies applying Transformer-based methods to
track reconstruction [10].

A. Network Architecture

To address the track-based trigger classification problem, we
construct a compact encoder-only Transformer architecture, as
illustrated in Fig. 5. The network takes as input a physics
event represented by a sequence of N detector hits, each
described by three features, and outputs a binary event-level
classification.

In this framework, each hit with shape 1×3 is first projected
to a dmodel-dimensional embedding (here dmodel = 64) and
combined with positional encodings, resulting in an embedded
sequence of shape N × 64. This sequence is then processed

Fig. 4. Schematic diagram of the Transformer architecture [8].

by a single-layer Transformer encoder with 2 attention heads
and a feed-forward network of hidden dimension dff = 128,
producing an output sequence of shape N ×64. The sequence
is aggregated via global attention pooling to a single vector of
shape 1×64, which is finally passed through a linear classifier
to produce a 2-dimensional output vector corresponding to the
probabilities of the accepted and rejected event classes.

Fig. 5. Transformer-Encoder-Based Framework for Track Trigger Algorithm.

The construction of the input matrix is shown in Fig. 6.
For each event, the hits from the outermost four layers of
the VTX, together with the hits from the ITK and OTK
detectors, are selected to form the input sequence. Each hit
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is described by a three-dimensional feature vector (z, r, ϕ),
where z is the longitudinal position, r is the radial coordinate,
and ϕ is the azimuthal angle. Therefore, an event containing
N hits can be represented as a matrix X ∈ RN×3, where
each row corresponds to one detector hit. The input features
are then mapped from the original three-dimensional space to
a 64-dimensional representation through a linear projection.
After this projection, a positional encoding is added to the
embedded sequence, so that the Transformer can distinguish
the order or index of different hits in the input sequence.
The resulting encoded input matrix is then passed to the
Transformer encoder.

Fig. 6. High-dimensional embedding of the raw detector-hit matrix.

The core component of the Transformer encoder is the self-
attention mechanism, as shown in Fig. 7. The encoder takes
as input the embedded hit matrix obtained after the linear
projection and positional encoding, denoted as

X ∈ RN×dmodel .

Three learnable linear projections then generate the query, key,
and value matrices:

Q = XWQ, K = XWK , V = XWV , (6)

where WQ,WK ,WV ∈ Rdmodel×dmodel are learnable weight
matrices.

As shown in Eq. (5), the self-attention operation computes
the correlations between the query and key vectors of all hits
and uses these correlations to aggregate the corresponding
value vectors. The resulting output maintains the same shape
as the input, N × dmodel, but each hit embedding is updated
by incorporating information from all other hits in the event.

Fig. 7. Matrices involved in the attention mechanism.

After the attention module, the encoder uses a feed-forward
network to further transform the hit representations in a higher-
dimensional feature space. Specifically, the feature dimension
is expanded from 64 to 128 and then projected back to 64.

The output sequence of the encoder is then aggregated by
a global attention pooling layer, which compresses the hit-
level representations into a single event-level feature vector.
Finally, this global representation is passed through a linear
classifier and a Softmax function to obtain the final probability
distribution over the two target classes.

The performance and computational efficiency of the stan-
dard Transformer model are evaluated using the available
CEPC TDR benchmark dataset consisting of 10,000 simulated
events. Since the sample size is still limited for establishing
the generalization capability of a neural-network-based trigger
model, a repeated stratified 5-fold cross-validation study is
performed to improve the statistical reliability of the evalua-
tion. The 5-fold cross-validation is repeated three times with
different random seeds, resulting in 15 independent training
and testing runs. In each fold, 20% of the dataset is used as
the test subset, while the remaining 80% is used for training.

The cross-validation results are summarized in Table IV.
The standard Transformer model achieves an average event-
classification accuracy of 98.97% ± 0.44% over the 15 runs.
The observed accuracy ranges from 97.60% to 99.40%, indi-
cating that the model performance is stable across different
data partitions. The average loss is 0.0450 ± 0.0150. Table V
summarizes the per-source recognition accuracy of the Trans-
former model, where each entry represents the fraction of
events from a given sample that are correctly classified. These
results suggest that the Transformer-based model provides
stable classification performance under the limited sample.

TABLE IV
REPEATED 5-FOLD CROSS-VALIDATION PERFORMANCE OF THE STANDARD

TRANSFORMER MODEL USING THE 10,000-EVENT CEPC TDR
BENCHMARK DATASET. THE CROSS-VALIDATION IS REPEATED THREE

TIMES, CORRESPONDING TO 15 INDEPENDENT RUNS.

Metric Standard Transformer
Accuracy 98.97% ± 0.44%
Minimum accuracy 97.60%
Maximum accuracy 99.40%
Loss 0.0450 ± 0.0150
Number of runs 15

TABLE V
PER-SOURCE EVENT-CLASSIFICATION ACCURACY OF THE STANDARD

TRANSFORMER MODEL EVALUATED USING REPEATED 5-FOLD
CROSS-VALIDATION.

Process Transformer Efficiency
Z(νν̄)H(bb̄) 98.93%
Z(νν̄)H(µ+µ−) 99.60%
qq̄ 98.16%
µ+µ− 97.60%
Beam background 99.36%

B. Optimization with Linear Transformer
The primary computational bottleneck of the standard

Transformer lies in the self-attention mechanism. For a hit
sequence of length N with model dimension d, the attention
computation begins with the multiplication of the query and
key matrices to form the attention score matrix

QKT ∈ RN×N ,
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where each element is computed as a dot product of two d-
dimensional vectors, resulting in N2 · d multiply operations.
A row-wise softmax is then applied to compute the attention
weights, involving exponentiation and normalization of each of
the N2 elements; this cost is negligible compared to the matrix
multiplication. Finally, the attention weights are multiplied
by the value matrix V ∈ RN×d, which also requires N2d
operations. Taken together, the total time complexity of the
standard self-attention mechanism scales as O(N2d), meaning
that the inference time grows very quickly with the number
of hits per event.

From a memory perspective, the cost is influenced not only
by the number of model parameters, which remains fixed
at 39 066 for the architecture employed here, but also by
the intermediate attention matrices. In particular, the standard
attention computation requires storing an N × N matrix of
attention scores for each event, resulting in memory usage
that also scales quadratically with the sequence length. For
CEPC events, the number of detector hits per event can
reach O(1000), making this quadratic dependence a significant
computational and memory bottleneck.

To address this issue, we adopt a Linear Transformer [11]
variant. The key idea is to reduce the cost of the attention
computation by changing the order of matrix multiplication.
If the standard attention computation could be rearranged from
forming the full N ×N matrix QKT to computing KTV first
and then multiplying the result by Q, the complexity would
be reduced from O(N2d) to O(Nd2).

However, this rearrangement cannot be directly applied to
the standard softmax attention, because the softmax operation
is performed on the full N × N attention score matrix.
Therefore, Linear Attention replaces the softmax attention with
a kernel-based feature mapping. In the implementation used
in this work, the feature map is defined as

ϕ(x) = elu(x) + 1.

With this mapping, the attention computation can be reformu-
lated as

Attention(Q,K, V ) =
ϕ(Q)

(
ϕ(K)TV

)
ϕ(Q) (ϕ(K)T1N )

, (7)

where 1N ∈ RN is a vector of ones used for normalization.
In this formulation, ϕ(K)TV is computed first, followed by

multiplication with ϕ(Q). This avoids the explicit construction
of the full N × N attention matrix and reduces the compu-
tational complexity from O(N2d) to approximately O(Nd2).
Based on Eq. (7), the standard attention computation can be
replaced by the linear attention operation, making the Linear
Transformer more suitable for high-hit-multiplicity events in
online track-based trigger classification.

The Linear Transformer variant is evaluated using the
same CEPC TDR benchmark dataset, training configuration,
and repeated 5-fold cross-validation protocol as the standard
Transformer, resulting in 15 independent runs for a direct
comparison.

The cross-validation performance of the Linear Transformer
is summarized in Table VI. The per-source recognition accu-
racy is further listed in Table VII, where each entry represents

the fraction of events from a given sample that are correctly
classified by the Linear Transformer model.

TABLE VI
REPEATED 5-FOLD CROSS-VALIDATION PERFORMANCE OF THE LINEAR

TRANSFORMER MODEL USING THE 10,000-EVENT CEPC TDR
BENCHMARK DATASET. THE CROSS-VALIDATION IS REPEATED THREE

TIMES, CORRESPONDING TO 15 INDEPENDENT RUNS.

Metric Linear Transformer
Accuracy 98.95% ± 0.32%
Minimum accuracy 98.40%
Maximum accuracy 99.50%
Loss 0.0475 ± 0.0135
Number of runs 15

TABLE VII
PER-SOURCE EVENT-CLASSIFICATION ACCURACY OF THE LINEAR

TRANSFORMER MODEL EVALUATED USING REPEATED 5-FOLD
CROSS-VALIDATION.

Process Linear Transformer Efficiency
Z(νν̄)H(bb̄) 99.49%
Z(νν̄)H(µ+µ−) 99.23%
qq̄ 98.59%
µ+µ− 97.23%
Beam background 99.27%

Table VIII summarizes the processing time of the standard
Transformer and Linear Transformer models on the RTX
4090 and A800 GPUs. The timing test is performed under
a batched inference configuration, where multiple events are
processed together to fully utilize the GPU computing re-
sources. Therefore, the reported value should be interpreted
as the average processing time per event under a maximum-
throughput configuration, rather than the end-to-end latency of
a single event in a complete online trigger system.

As shown in Table VIII, the Linear Transformer achieves a
substantially shorter processing time than the standard Trans-
former on both tested hardware platforms. On the RTX 4090,
the average processing time is reduced from 84.87 µs/event to
32.18 µs/event. On the A800, the processing time is reduced
from 105.25 µs/event to 57.24 µs/event. This improvement
is consistent with the lower computational complexity of the
linear-attention mechanism compared with the standard self-
attention module.

It is also observed that both Transformer-based models
achieve shorter processing times on the RTX 4090 than on
the A800 under the tested configuration. One possible reason
is that the RTX 4090 provides a larger number of available
CUDA cores and tensor-computing units for this specific
inference workload.

TABLE VIII
PROCESSING TIME FOR DIFFERENT HARDWARE AND MODELS.

Hardware / Model Processing time (µs/event)
Transformer 4090 84.87
Transformer A800 105.25
Linear Transformer 4090 32.18
Linear Transformer A800 57.24
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V. RESOURCE UTILIZATION ANALYSIS

Fig. 8 compares the event-classification accuracy of the
three methods. The Transformer-based models provide more
balanced accuracy across different processes, especially im-
proving the µ+µ− classification compared with the Hough
Transform baseline. Fig. 9 compares the per-event processing
time on different hardware platforms. The Linear Transformer
achieves a clear speed improvement over the standard Trans-
former while maintaining comparable classification perfor-
mance, indicating its potential for online software trigger
applications.

Z( )H(bb)

Z( )H( + ) qq +

Beam background

Process

80

85

90

95

100

105

Cl
as

sif
ica

tio
n 

ac
cu

ra
cy

 (%
)

10
0.

00
%

93
.2

0%

98
.8

8%

83
.3

6%

96
.6

8%98
.9

3%

99
.6

0%

98
.1

6%

97
.6

0% 99
.3

6%

99
.4

9%

99
.2

3%

98
.5

9%

97
.2

3% 99
.2

7%

Per-process classification accuracy comparison
Hough Transform Standard Transformer Linear Transformer
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The algorithm parameters used in this study are selected as
practical configurations that balance trigger performance and
computational cost. For the Hough Transform, the parameter
space is divided into 100×100×100 bins, and the coincidence
requirements are chosen to provide sufficient background
suppression while keeping the voting cost acceptable. For
the Transformer-based models, a compact encoder architecture
is adopted, with dmodel = 64, two attention heads, and a
feed-forward dimension of dff = 128. These settings are
therefore not intended to represent the largest possible models
or the finest Hough parameter grids, but rather practical
working points selected to balance classification performance
and computational cost.

The processing times are measured on GPUs under a
maximum-throughput configuration and are reported as the av-
erage processing time per event. From a deployment-oriented
perspective, the resource estimate is based on the NVIDIA
RTX 4090 platform. Compared with data-center accelerators
such as the A800, GPUs at the RTX 4090 performance level
are generally more cost-effective and more accessible for
constructing a large-scale online computing farm. Therefore,
evaluating the algorithm performance on RTX 4090 provides
a practical reference for estimating the hardware resources re-
quired in a realistic full software trigger deployment scenario.

Based on these measurements, the resource requirement is
estimated for a target input rate of 1.34 MHz, corresponding to
the 50 MW Higgs-mode benchmark considered in this work.
The estimated number of RTX 4090 GPUs required to sustain
this rate is summarized in Table IX.

As shown in Table IX, the Hough Transform requires an
average processing time of 44.81 µs per event, corresponding
to approximately 60 RTX 4090 GPUs under the simplified
throughput-based estimate. In comparison, the Linear Trans-
former processes one event in 32.18 µs on average, reducing
the estimated requirement to about 43 RTX 4090 GPUs.
This corresponds to an approximate 28% reduction in the
required hardware scale. These results suggest that the Linear
Transformer provides a more resource-efficient option for first-
stage online trigger processing while maintaining competitive
classification performance.

It should be noted that this estimate focuses on algorithmic
throughput and does not include the full end-to-end online
dataflow, such as event building, data transfer, buffering,
scheduling overhead, and safety margins. Therefore, the values
in Table IX should be interpreted as a first-order resource
estimate rather than a final online computing requirement.

TABLE IX
ESTIMATED RESOURCE UTILIZATION FOR SUSTAINING A TARGET INPUT

RATE OF 1.34 MHZ ON RTX 4090 GPUS.

Algorithm Processing time (µs/evt) Target Rate (MHz) GPUs Num
Hough Transform 44.81 1.34 60

Linear Transformer 32.18 1.34 43

VI. CONCLUSION

In this work, we have investigated the feasibility of ap-
plying Transformer-based architectures, including the Linear
Transformer, for track-based software trigger applications at
the CEPC. The study focuses on the 50 MW Higgs mode
as a demanding benchmark scenario. The attention mech-
anism effectively captures correlations among detector hits,
enabling accurate event classification with manageable com-
putational resources. Compared with hand-crafted geometric
algorithms, Transformer-based models rely less on explicitly
tuned detector-specific parameters and can learn relevant hit
correlations directly from data, making them flexible candi-
dates for long-term trigger development as detector configu-
rations and background conditions evolve.

Although the present study is based on the Higgs-mode
benchmark, the most demanding online data-processing sce-
nario at the CEPC is expected to arise in the high-luminosity
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Z-pole operation, where the bunch-crossing rate can reach
about 40 MHz. Under the current implementation and hard-
ware assumptions, a rough extrapolation suggests that the
required online inference throughput could be achieved with
approximately 1300 RTX 4090 GPUs. This estimate is in-
tended only as an order-of-magnitude indication of feasibility,
since the detector occupancy, beam background, and event
composition in the high-luminosity Z mode may differ from
those in the Higgs benchmark and require a dedicated study.

These results indicate that further exploration of
Transformer-based trigger algorithms is both feasible
and valuable. In particular, the Linear Transformer shows
potential for online applications by reducing the computational
cost of attention while maintaining competitive classification
performance. Future studies should therefore focus not
only on expanding the training datasets and optimizing
inference efficiency, but also on evaluating the algorithm
under realistic high-luminosity Z-pole conditions, including
detector response, beam-induced backgrounds, bunch-
crossing structure, and online dataflow constraints. Overall,
the promising performance and flexibility of Transformer
architectures suggest that they represent a compelling
research direction for the development of online software
trigger systems in high-energy physics experiments such as
the CEPC.
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